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Chapter 1

Single parameter problems

This chapter reviews some of the key results for Bayesian inference of single parameter

problems studied in MAS2903.

1.1 Prior and posterior distributions

Suppose we have data x = (x1, x2, . . . , xn)T which we model using the probability (density)

function f (x |θ), which depends on a single parameter θ. Once we have observed the data,

f (x |θ) is the likelihood function for θ and is a function of θ (for fixed x) rather than of x

(for fixed θ).

Also, suppose we have prior beliefs about likely values of θ expressed by a probability

(density) function π(θ). We can combine both pieces of information using the following

version of Bayes Theorem. The resulting distribution for θ is called the posterior distri-

bution for θ as it expresses our beliefs about θ after seeing the data. It summarises all

our current knowledge about the parameter θ.

Using Bayes Theorem, the posterior probability (density) function for θ is

π(θ|x) =
π(θ) f (x |θ)

f (x)

where

f (x) =


∫

Θ
π(θ) f (x |θ) dθ if θ is continuous,

∑
Θ π(θ) f (x |θ) if θ is discrete.

Also, as f (x) is not a function of θ, Bayes Theorem can be rewritten as

π(θ|x) ∝ π(θ)× f (x |θ)

i .e. Posterior ∝ Prior× Likelihood.

1
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Example 1.1

Table 1.1 shows some data on the number of cases of foodbourne botulism in England

and Wales. It is believed that cases occur at random at a constant rate θ in time (a

Poisson process) and so can be modelled as a random sample from a Poisson distribution

with mean θ.

Year 1998 1999 2000 2001 2002 2003 2004 2005

Cases 2 0 0 0 1 0 2 1

Table 1.1: Number of cases of foodbourne botulism in England and Wales, 1998–2005

An expert in the epidemiology of similar diseases was consulted to construct a suitable

prior distribution for the rate θ.

(a) What might be an appropriate probability model for the rate θ? Why is this termed

the prior distribution?

.
A gamma distribution might be appropriate here as θ is a rate and must be positive;

the gamma distribution has support over the positive real line. This is termed the

prior distribution as it represents our beliefs about θ before observing any data.

(b) Suppose the epidemiologist tells you that she expects around two cases of food-

bourne botulism per year in England and Wales. After further discussions with the

epidemiologist, you are also able to elicit that SD(θ) ≈
√

2. Using your answer to

part (a) find your full prior distribution for θ, and write down its density.

.
Suppose our prior is θ ∼ Ga(g, h). Then from the information given, we can use the

formulae for the gamma mean and standard deviation to write down:

E(θ) =
g

h
= 2 (using the expert’s most likelt value for θ)

and

SD(θ) =

√
g

h
=
√

2.

Solving simulataneously for g and h gives g = 2 and h = 1, and so we have θ ∼
Ga(2, 1). Therefore:

π(θ) =
12θ2−1e−1θ

Γ(2)
=∝ θe−θ, θ > 0.
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(c) Determine the posterior distribution for θ.

.
We know that

Posterior ∝ Prior× Likelihood.

We know from the last question that the prior density is π(θ) ∝ θe−θ. What about

the Poisson likelihood? From the data provided, we can write down that

f (x |θ) =
e−θθ2

2!
×
e−θθ0

0!
× · ×

e−θθ1

1!
∝ e−8θθ6.

Therefore

π(θ|x) ∝ π(θ)× f (x |θ)

∝ θe−θ × θ6e−8θ

∝ θ7e−9θ θ > 0

and we recognise this as being proportional to the density of a Ga(8, 9) distribution;

that is, θ|x ∼ Ga(8, 9).

Thus the data have updated our beliefs about θ from a Ga(2, 1) distribution to a Ga(8, 9)

distribution. Plots of these distributions are given in Figure 1.1, and Table 1.2 gives a

summary of the main changes induced by incorporating the data — a Ga(g, h) distribution

has mean g/h, variance g/h2 and mode (g − 1)/h.

Notice that, as the mode of the likelihood function is close to that of the prior distribution,

the information in the data is consistent with that in the prior distribution. Also there

is a reduction in variability from the prior to the posterior distributions. The similarity

between the prior beliefs and the data has reduced the uncertainty we have about the

rate θ at which cases occur.
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Figure 1.1: Prior (dashed) and posterior (solid) densities for θ

Prior Likelihood Posterior

Mode(θ) 1.00 0.75 0.78

E(θ) 2.00 – 0.89

SD(θ) 1.41 – 0.31

Table 1.2: Changes in beliefs about θ

Example 1.2

Consider now the general case of Example 1.1: suppose Xi |θ ∼ Po(θ), i = 1, 2, . . . , n

(independent) and our prior beliefs about θ are summarised by a Ga(g, h) distribution

(with g and h known), with density

π(θ) =
hg θg−1e−hθ

Γ(g)
, θ > 0. (1.1)

Determine the posterior distribution for θ.

.
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. Solution to Example 1.2 continued...

The likelihood function for θ is

f (x |θ) =

n∏
i=1

θxie−θ

xi !
, θ > 0

∝ θnx̄e−nθ, θ > 0. (1.2)

Using Bayes Theorem, the posterior density function is

π(θ|x) ∝ π(θ) f (x |θ)

∝
hg θg−1e−hθ

Γ(g)
× θnx̄e−nθ, θ > 0

i.e. π(θ|x) = kθg+nx̄−1e−(h+n)θ, θ > 0 (1.3)

where k is a constant that does not depend on θ. Therefore, the posterior density takes

the form kθG−1e−Hθ, θ > 0 and so the posterior must be a gamma distribution. Thus we

have θ|x ∼ Ga(G = g + nx̄, H = h + n).

Summary:

If we have a random sample from a Po(θ) distribution and our prior beliefs about θ follow

a Ga(g, h) distribution then, after incorporating the data, our (posterior) beliefs about θ

follow a Ga(g + nx̄, h + n) distribution.

The changes in our beliefs about θ are summarised in Table 1.3, taking g ≥ 1. Notice

Prior Likelihood Posterior

(1.1) (1.2) (1.3)

Mode(θ) (g − 1)/h x̄ (g + nx̄ − 1)/(h + n)

E(θ) g/h – (g + nx̄)/(h + n)

SD(θ)
√
g/h –

√
g + nx̄/(h + n)

Table 1.3: Changes in beliefs about θ

that the posterior mean is greater than the prior mean if and only if the likelihood mode

is greater than the prior mean, that is,

E(θ|x) > E(θ) ⇐⇒ Modeθ{f (x |θ)} > E(θ).

The standard deviation of the posterior distribution is smaller than that of the prior

distribution if and only if the sample mean is not too large, that is

SD(θ|x) < SD(θ) ⇐⇒ Modeθ{f (x |θ)} <
(

2 +
n

h

)
E(θ),

and this will be true in large samples.
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Example 1.3

Suppose we have a random sample from a normal distribution. In Bayesian statistics, when

dealing with the normal distribution, the mathematics is more straightforward working

with the precision (= 1/variance) of the distribution rather than the variance itself.

So we will assume that this population has unknown mean µ but known precision τ :

Xi |µ ∼ N(µ, 1/τ), i = 1, 2, . . . , n (independent), where τ is known. Suppose our prior

beliefs about µ can be summarised by a N(b, 1/d) distribution, with probability density

function

π(µ) =

(
d

2π

)1/2

exp

{
−
d

2
(µ− b)2

}
. (1.4)

Determine the posterior distribution for µ.

Hint:

d(µ− b)2 + nτ(x̄ − µ)2 = (d + nτ)

{
µ−

(
db + nτx̄

d + nτ

)}2

+ c

where c does not depend on µ.

.
The likelihood function for µ is

f (x |µ) =

n∏
i=1

( τ
2π

)1/2

exp
{
−
τ

2
(xi − µ)2

}
=
( τ

2π

)n/2

exp

{
−
τ

2

n∑
i=1

(xi − µ)2

}
.

Now

n∑
i=1

(xi − µ)2 =

n∑
i=1

(xi − x̄ + x̄ − µ)2

=

n∑
i=1

{(xi − x̄)2 + (x̄ − µ)2 + 2(xi − x̄)(x̄ − µ)}

=

n∑
i=1

{(xi − x̄)2 + (x̄ − µ)2}+ 2(x̄ − µ)

n∑
i=1

(xi − x̄)

=

n∑
i=1

(xi − x̄)2 + n(x̄ − µ)2.

Let s2 =
1

n

n∑
i=1

(xi − x̄)2 and so

n∑
i=1

(xi − µ)2 = n
[
s2 + (x̄ − µ)2

]
.
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. Solution to Example 1.3 continued...

Therefore

f (x |µ) =
( τ

2π

)n/2

exp
{
−
nτ

2

[
s2 + (x̄ − µ)2

]}
. (1.5)

Using Bayes Theorem, the posterior density function is, for µ ∈ R

π(µ|x) ∝ π(µ) f (x |µ)

∝
(
d

2π

)1/2

exp

{
−
d

2
(µ− b)2

}
×
( τ

2π

)n/2

exp
{
−
nτ

2

[
s2 + (x̄ − µ)2

]}
∝ exp

{
−

1

2

[
d(µ− b)2 + nτ(x̄ − µ)2

]}
∝ exp

{
−

1

2

[
(d + nτ)

{
µ−

(
db + nτx̄

d + nτ

)}2

+ c

]}

using the hint

∝ exp

{
−

1

2

[
(d + nτ)

{
µ−

(
db + nτx̄

d + nτ

)}2
]}

as c does not depend on µ. Let

B =
db + nτx̄

d + nτ
and D = d + nτ. (1.6)

Then

π(µ|x) = k exp

{
−
D

2
(µ− B)2

}
, (1.7)

where k is a constant that does not depend on µ. Therefore, the posterior density takes

the form k exp{−D(µ−B)2/2}, µ ∈ R and so the posterior distribution must be a normal

distribution: we have µ|x ∼ N(B, 1/D).
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Summary:

If we have a random sample from a N(µ, 1/τ) distribution (with τ known) and our prior

beliefs about µ follow a N(b, 1/d) distribution then, after incorporating the data, our

(posterior) beliefs about µ follow a N(B, 1/D) distribution.

The changes in our beliefs about µ are summarised in Table 1.4. Notice that the posterior

Prior Likelihood Posterior

(1.4) (1.5) (1.7)

Mode(µ) b x̄ (db + nτx̄)/(d + nτ)

E(µ) b – (db + nτx̄)/(d + nτ)

P recision(µ) d – d + nτ

Table 1.4: Changes in beliefs about µ

mean is greater than the prior mean if and only if the likelihood mode (sample mean) is

greater than the prior mean, that is

E(µ|x) > E(µ) ⇐⇒ Modeµ{f (x |µ)} > E(µ).

Also, the standard deviation of the posterior distribution is smaller than that of the prior

distribution.

Example 1.4

The 18th century physicist Henry Cavendish made 23 experimental determinations of the

earth’s density, and these data (in g/cm3) are given below.

5.36 5.29 5.58 5.65 5.57 5.53 5.62 5.29

5.44 5.34 5.79 5.10 5.27 5.39 5.42 5.47

5.63 5.34 5.46 5.30 5.78 5.68 5.85

Suppose that Cavendish asserts that the error standard deviation of these measurements

is 0.2 g/cm3, and assume that they are normally distributed with mean equal to the

true earth density µ. Using a normal prior distribution for µ with mean 5.41 g/cm3 and

standard deviation 0.4 g/cm3, derive the posterior distribution for µ.

.
From the data we calculate x̄ = 5.4848 and s = 0.1882. Therefore, the assumed standard

deviation σ = 0.2 is probably okay. We also have τ = 1/0.22, b = 5.41, d = 1/0.42 and

n = 23.
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. Solution to Example 1.4 continued...

Therefore, using Example 1.3, the posterior distribution is µ|x ∼ N(B, 1/D), where

B =
db + nτx̄

d + nτ
=

5.41/0.42 + 23× 5.4848/0.22

1/0.42 + 23/0.22
= 5.4840

and

D = d + nτ =
1

0.42
+

23

0.22
=

1

0.04152
.

Therefore the posterior distribution is µ|x ∼ N(5.484, 0.04152) and is shown in Figure 1.2.

The actual mean density of the earth is 5.515 g/cm3 (Wikipedia). We can determine the

(posterior) probability that the mean density is within 0.1 of this value as follows. The

posterior distribution is µ|x ∼ N(5.484, 0.04152) and so

P r(5.415 < µ < 5.615|x) = 0.9510,

calculated using the R command pnorm(5.615,5.484,0.0415)-pnorm(5.415,5.484,0.0415).

Without the data, the only basis for determining the earth’s density is via the prior

distribution. Here the prior distribution is µ ∼ N(5.4, 0.42) and so the (prior) probability

that the mean density is within 0.2 of the (now known) true value is

P r(5.315 < µ < 5.715) = 0.1896,

calculated using the R command pnorm(5.615,5.4,0.4)-pnorm(5.415,5.4,0.4).
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Figure 1.2: Prior (dashed) and posterior (solid) densities for the earth’s density
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1.2 Different levels of prior knowledge

1.2.1 Substantial prior knowledge

We have substantial prior information for θ when the prior distribution dominates the

posterior distribution, that is π(θ|x) ∼ π(θ).

When we have substantial prior information there can be some difficulties:

1. the intractability of the mathematics in deriving the posterior distribution — though

with modern computing facilities this is less of a problem,

2. the practical formulation of the prior distribution — coherently specifying prior

beliefs in the form of a probability distribution is far from straightforward.

1.2.2 Limited prior knowledge

When prior information about θ is limited, the pragmatic approach is to choose a distri-

bution which makes the Bayes updating from prior to posterior mathematically straight-

forward, and use what prior information is available to determine the parameters of this

distribution. For example

• Poisson random sample, Gamma prior distribution−→ Gamma posterior distribution

• Normal random sample (known variance), Normal prior distribution −→ Normal

posterior distribution

In these examples, the prior distribution and the posterior distribution come from the

same family. This leads us to the following definition.

Definition 1.1

Suppose that data x are to be observed with distribution f (x |θ). A family F of prior

distributions for θ is said to be conjugate to f (x |θ) if for every prior distribution π(θ) ∈ F,

the posterior distribution π(θ|x) is also in F.

Notice that the conjugate family depends crucially on the model chosen for the data x .

For example, the only family conjugate to the model “random sample from a Poisson

distribution” is the Gamma family.

1.2.3 Vague prior knowledge/prior ignorance

If we have very little or no prior information about the model parameters θ, we must

still choose a prior distribution in order to operate Bayes Theorem. Obviously, it would
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be sensible to choose a prior distribution which is not concentrated about any particular

value, that is, one with a very large variance. In particular, most of the information

about θ will be passed through to the posterior distribution via the data, and so we have

π(θ|x) ∼ f (x |θ).

We often represent vague prior knowledge by using a prior distribution which is conjugate

to the model for x and which is as diffuse as possible, that is, has as large a variance as

possible.

We may attempt to represent prior ignorance using a Jeffreys prior, specified in terms of

Fisher’s Information:

I(θ) = EX|θ

[
−
∂2

∂θ2
log f (X|θ)

]
. (1.8)

Specifically, Jeffreys recommended that we represent prior ignorance by the prior distri-

bution

π(θ) ∝
√
I(θ). (1.9)

Such a prior distribution is known as a Jeffreys prior distribution.

Example 1.5

In constructing the prior in Example 1.1, did we assume (i) substantial prior knowledge;

(ii) limited prior knowledge; or (iii) prior ignorance?

.
Limited prior knowledge – for mathematical convenience we used a conjugate prior, but

we obtained the parameters in this prior through prior information collected from the

epidemiologist.

Example 1.6

Suppose the parameter θ represents a probability. What might be the simplest prior to

use here, if we are prior ignorant?

.
Rather than compute a Jeffreys prior, we might simply choose a Uniform U(0, 1) prior

here; that is, θ ∼ U(0, 1), with

π(θ) = 1.

This would give all outcomes across the permissible range of values for θ equal density.
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Example 1.7

Suppose we have a random sample from a N(µ, 1/τ) distribution (with τ known). De-

termine the posterior distribution assuming a vague prior for µ.

.
The conjugate prior distribution is a normal distribution. We have already seen that if the

prior is µ ∼ N(b, 1/d) then the posterior distribution is µ|x ∼ N(B, 1/D) where

B =
db + nτx̄

d + nτ
and D = d + nτ.

If we now make our prior knowledge vague about µ by letting the prior variance tend to

infinity (d → 0), we obtain

B → x̄ and D → nτ.

Therefore, assuming vague prior knowledge for µ results in a N{x̄ , 1/(nτ)} posterior dis-

tribution. Notice that the posterior mean is the sample mean (the likelihood mode) and

that the posterior variance 1/(nτ)→ 0 as n →∞.

Example 1.8

Suppose we have a random sample from a Poisson distribution, that is, Xi |θ ∼ Po(θ),

i = 1, 2, . . . , n (independent). Determine the posterior distribution assuming a vague

prior for θ.

.
The conjugate prior distribution is a Gamma distribution. Recall that a Ga(g, h) distribu-

tion has mean m = g/h and variance v = g/h2. Rearranging these formulae we obtain

g =
m2

v
and h =

m

v
.

Clearly g → 0 and h → 0 as v → ∞ (for fixed m). We have seen how taking a Ga(g, h)

prior distribution results in a Ga(g + nx̄, h+ n) posterior distribution. Therefore, taking a

vague prior distribution will give a Ga(nx̄, n) posterior distribution. Note that the posterior

mean is x̄ (the likelihood mode) and that the posterior variance x̄/n → 0 and n →∞.
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Example 1.9

Suppose we have a random sample from an exponential distribution, that is, Xi |θ ∼
Exp(θ), i = 1, 2, . . . , n (independent). Determine the Jeffreys prior for this model.

.
Recall that L(θ|x) = fX(x |θ) = θne−nx̄θ, and therefore

logL(θ|x) = n log θ − nx̄θ

⇒
∂

∂θ
logL(θ|x) =

n

θ
− nx̄

⇒
∂2

∂θ2
logL(θ|x) = −

n

θ2

⇒ I(θ) = EX|θ

[
−
∂2

∂θ2
logL(θ|X)

]
=
n

θ2
.

Hence, the Jeffreys prior for this model is

π(θ) ∝ I(θ)1/2

∝
√
n

θ
, θ > 0

∝
1

θ
, θ > 0.

Notice that this distribution is improper since
∫∞

0
dθ/θ is a divergent integral, and so we

cannot find a constant which ensures that the density function integrates to one.

Notice also that this density is, in fact, a limiting form of a Ga(g, h) density (ignoring the

integration constant) since

hg θg−1e−hθ

Γ(g)
∝ θg−1e−hθ →

1

θ
, as g → 0, h → 0.

Therefore, we obtain the same posterior distribution whether we adopt the Jeffreys prior

or vague prior knowledge.
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1.3 The asymptotic posterior distribution

If we have a statistical model f (x |θ) for data x = (x1, x2, . . . , xn)T , together with a prior

distribution π(θ) for θ then√
J(θ̂) (θ − θ̂)|x D−→ N(0, 1) as n →∞,

where θ̂ is the likelihood mode and J(θ) is the observed information

J(θ) = −
∂2

∂θ2
log f (x |θ).

This means that, with increasing amounts of data, the posterior distribution looks more

and more like a normal distribution. The result also gives us a useful approximation to

the posterior distribution for θ when n is large:

θ|x ∼ N{θ̂, J(θ̂)−1} approximately.

Note that this limiting result is similar to one used in Frequentist statistics for the distri-

bution of the maximum likelihood estimator, namely√
I(θ) (θ̂ − θ)

D−→ N(0, 1) as n →∞,

where Fisher’s information I(θ) is the expected value of the observed information, where

the expectation is taken over the distribution of X|θ, that is, I(θ) = EX|θ[J(θ)]. You may

also have seen this result written as an approximation to the distribution of the maximum

likelihood estimator in large samples, namely

θ̂ ∼ N{θ, I(θ)−1} approximately.

Example 1.10

Suppose we have a random sample from a N(µ, 1/τ) distribution (with τ known). De-

termine the asymptotic posterior distribution for µ.

Recall that

f (x |µ) =
( τ

2π

)n/2

exp

{
−
τ

2

n∑
i=1

(xi − µ)2

}
,

and therefore

log f (x |µ) =
n

2
log τ −

n

2
log(2π)−

τ

2

n∑
i=1

(xi − µ)2

⇒
∂

∂µ
log f (x |µ) = −

τ

2
×

n∑
i=1

−2(xi − µ) = τ

n∑
i=1

(xi − µ) = nτ(x̄ − µ)

⇒
∂2

∂µ2
log f (x |µ) = −nτ ⇒ J(µ) = −

∂2

∂µ2
log f (x |µ) = nτ.
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.... Solution to Example 1.10

We have

∂

∂µ
log f (x |µ) = 0 =⇒ µ̂ = x̄

=⇒ J(µ̂) = nτ

=⇒ J(µ̂)−1 =
1

nτ
.

Therefore, for large n, the (approximate) posterior distribution for µ is

µ|x ∼ N
(
x̄ ,

1

nτ

)
.

Here the asymptotic posterior distribution is the same as the posterior distribution under

vague prior knowledge.

1.4 Bayesian inference

The posterior distribution π(θ|x) summarises all our information about θ to date. How-

ever, sometimes it is helpful to reduce this distribution to a few key summary measures.

1.4.1 Estimation

Point estimates

There are many useful summaries for a typical value of a random variable with a particular

distribution; for example, the mean, mode and median. The mode is used more often as

a summary than is the case in frequentist statistics.

Confidence intervals/regions

A more useful summary of the posterior distribution is one which also reflects its variation.

For example, a 100(1 − α)% Bayesian confidence interval for θ is any region Cα that

satisfies P r(θ ∈ Cα|x) = 1 − α. If θ is a continuous quantity with posterior probability

density function π(θ|x) then ∫
Cα

π(θ|x) dθ = 1− α.
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The usual correction is made for discrete θ, that is, we take the largest region Cα such

that P r(θ ∈ Cα|x) ≤ 1− α. Bayesian confidence intervals are sometimes called credible

regions or plausible regions. Clearly these intervals are not unique, since there will be

many intervals with the correct probability coverage for a given posterior distribution.

A 100(1− α)% highest density interval (HDI) for θ is the region

Cα = {θ : π(θ|x) ≥ γ}

where γ is chosen so that P r(θ ∈ Cα|x) = 1 − α. This region is sometimes called

a most plausible Bayesian confidence interval. If the posterior distribution has many

modes then it is possible that the HDI will be the union of several disjoint regions.

Also, if the posterior distribution is unimodal (has one mode) and symmetric about its

mean then the HDI is an equi-tailed interval, that is, takes the form Cα = (a, b), where

P r(θ < a|x) = P r(θ > b|x) = α/2; see Figure 1.3.

θ

de
ns

ity

a b

γ

Figure 1.3: Construction of an HDI for a symmetric posterior density

Interpretation of confidence intervals/regions

Suppose CB is a 95% Bayesian confidence interval for θ and CF is a 95% frequentist

confidence interval for θ. These intervals do not have the same interpretation:

• the probability that CB contains θ is 0.95;

• the probability that CF contains θ is either 0 or 1 — since θ does not have a

(non-degenerate) probability distribution;

• the interval CF covers the true value θ on 95% of occasions — in repeated appli-

cations of the formula.
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Example 1.11

Suppose we have a random sample x = (x1, x2, . . . , xn)T from a N(µ, 1/τ) distribution

(where τ is known). We have seen that, assuming vague prior knowledge, the posterior

distribution is µ|x ∼ N{x̄ , 1/(nτ)}. Determine the 100(1− α)% HDI for µ.

.
This distribution has a symmetric bell shape and so the HDI is an equi-tailed interval

Cα = (a, b) with P r(µ < a|x) = α/2 and P r(µ > b|x) = α/2, that is,

a = x̄ −
zα/2√
nτ

and b = x̄ +
zα/2√
nτ
,

where zα is the upper α-quantile of the N(0, 1) distribution. For example, the 95% HDI

for µ is (
x̄ −

1.96√
nτ
, x̄ +

1.96√
nτ

)
.

Note that this interval is numerically identical to the 95% frequentist confidence interval

for the (population) mean of a normal random sample with known variance. However,

the interpretation is very different.

Example 1.12

Recall Example 1.1 on the number of cases of foodbourne botulism in England and

Wales. The data were modelled as a random sample from a Poisson distribution with

mean θ. Using a Ga(2, 1) prior distribution, we found the posterior distribution to be

θ|x ∼ Ga(8, 9) (see Figure 1.5). Determine the 100(1− α)% HDI for θ.

0.0 0.5 1.0 1.5 2.0 2.5 3.0

0.
0
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0.
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2
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Figure 1.4: Posterior density for θ



18 CHAPTER 1. SINGLE PARAMETER PROBLEMS

.... Solution to Example 1.12

The HDI must take the form Cα = (a, b) if it is to include the values of θ with the highest

probability density. Suppose that F (·) and f (·) are the posterior distribution and density

functions. Then the end-points a and b must satisfy

P r(a < θ < b|x) = F (b)− F (a) = 1− α

and

π(θ = a|x)− π(θ = b|x) = f (a)− f (b) = 0.

Unfortunately, there is no simple analytical solution to these equations and so numerical

methods have to be employed to determine a and b. However, if we have the quantile

function F−1(·) for θ|x then we can find the solution by noticing that we can write b in

terms of a:

b = F−1{1− α+ F (a)},

for 0 < a < F−1(α). Therefore, we can determine the correct choice of a by minimising

the function

g(a) =
(
f (a)− f [F−1{1− α+ F (a)}]

)2
.

within the range 0 < a < F−1(α). The values of a and b can be determined using the

optimizer function optimize in R.

The R package nclbayes contains functions to determine the HDI for several distribu-

tions. The function for the Gamma distribution is hdiGamma and we can calculate the

95% HDI for the Ga(8, 9) posterior distribution by using the commands

install.packages(”nclbayes”, repos=”http://R-Forge.R-project.org”)

library(nclbayes)

hdiGamma(p=0.95,a=8,b=9)

Taking 1 − α = 0.95 and using such R code gives a = 0.3304362 and b = 1.5146208.

To check this answer, R gives P r(a < θ < b|x) = 0.95, π(θ = b|x) = 0.1877215 and

π(θ = a|x) = 0.1877427. Thus the 95% HDI is (0.3304362, 1.514621).

The package also has functions hdiBeta for the Beta distribution and hdiInvchi for the

Inv-Chi distribution (introduced in Chapter 2).



1.4. BAYESIAN INFERENCE 19

1.4.2 Prediction

Much of statistical inference (both Frequentist and Bayesian) is aimed towards making

statements about a parameter θ. Often the inferences are used as a yardstick for sim-

ilar future experiments. For example, we may want to predict the outcome when the

experiment is performed again.

Clearly there will be uncertainty about the future outcome of an experiment. Suppose

this future outcome Y is described by a probability (density) function f (y |θ). There are

several ways we could make inferences about what values of Y are likely. For example, if

we have an estimate θ̂ of θ we might base our inferences on f (y |θ = θ̂). Obviously this

is not the best we can do; such inferences ignore the fact that it is unlikely that θ = θ̂.

Implicit in the Bayesian framework is the concept of the predictive distribution. This

distribution describes how likely are different outcomes of a future experiment. The

predictive probability (density) function is calculated as

f (y |x) =

∫
Θ

f (y |θ)π(θ|x) dθ

when θ is a continuous quantity. From this equation, we can see that the predictive

distribution is formed by weighting the possible values of θ in the future experiment

f (y |θ) by how likely we believe they are to occur π(θ|x).

If the true value of θ were known, say θ0, then any prediction can do no better than one

based on f (y |θ = θ0). However, as (generally) θ is unknown, the predictive distribution

is used as the next best alternative.

We can use the predictive distribution to provide a useful range of plausible values for the

outcome of a future experiment. This prediction interval is similar to a HDI interval. A

100(1 − α)% prediction interval for Y is the region Cα = {y : f (y |x) ≥ γ} where γ is

chosen so that P r(Y ∈ Cα|x) = 1− α.

Example 1.13

Recall Example 1.1 on the number of cases of foodbourne botulism in England and Wales.

The data for 1998–2005 were modelled by a Poisson distribution with mean θ. Using

a Ga(2, 1) prior distribution, we found the posterior distribution to be θ|x ∼ Ga(8, 9).

Determine the predictive distribution for the number of cases for the following year (2006).

.
Suppose the number of cases in 2006 is Y , with Y |θ ∼ Po(θ). The predictive probability

function of Y is, for y = 0, 1, . . .

f (y |x) =

∫
Θ

f (y |θ)π(θ|x) dθ =

∫ ∞
0

θye−θ

y !
×

98θ7e−9θ

Γ(8)
dθ
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.... Solution to Example 1.13

=
98

y !Γ(8)

∫ ∞
0

θy+7e−10θ dθ

=
98

y !Γ(8)
×

Γ(y + 8)

10y+8

=
(y + 7)!

y !7!
× 0.98 × 0.1y

=

(
y + 7

7

)
× 0.98 × 0.1y .

You may not recognise this probability function but it is related to that of a negative

binomial distribution. Suppose Z ∼ NegBin(r, p) with probability function

P r(Z = z) =

(
z − 1

r − 1

)
pr(1− p)z−r , z = r, r + 1, . . . .

Then W = Z − r has probability function

P r(W = w) = P r(Z = w + r) =

(
w + r − 1

r − 1

)
pr(1− p)w , w = 0, 1, . . . .

This is the same probability function as our predictive probability function, with r = 8

and p = 0.9. Therefore Y |x ∼ NegBin(8, 0.9) − 8. Note that, unfortunately R also

calls the distribution of W a negative binomial distribution with parameters r and p. To

distinguish between this distribution and the NegBin(r, p) distribution used above, we

shall denote the distribution of W as a NegBinR(r, p) distribution – it has mean r(1−p)/p

and variance r(1− p)/p2. Thus Y |x ∼ NegBinR(8, 0.9).

We can compare this predictive distribution with a naive predictive distribution based on

an estimate of θ. Here we shall base our naive predictive distribution on the maximum

likelihood estimate θ̂ = 0.75, that is, use the distribution Y |θ = θ̂ ∼ Po(0.75). Thus,

the naive predictive probability function is

f (y |θ = θ̂) =
0.75y e−0.75

y !
, y = 0, 1, . . . .

Numerical values for the predictive and naive predictive probability functions are given in

Table 1.5.

Again, the naive predictive distribution is a predictive distribution which, instead of us-

ing the correct posterior distribution, uses a degenerate posterior distribution π∗(θ|x)

which essentially allows only one value: P rπ∗(θ = 0.75|x) = 1 and standard deviation

SDπ∗(θ|x) = 0. Note that the correct posterior standard deviation of θ is SDπ(θ|x) =
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correct naive

y f (y |x) f (y |θ = θ̂)

0 0.430 0.472

1 0.344 0.354

2 0.155 0.133

3 0.052 0.033

4 0.014 0.006

5 0.003 0.001

≥ 6 0.005 0.002

Table 1.5: Predictive and naive predictive probability functions

√
8/9 = 0.314. Using a degenerate posterior distribution results in the naive predictive

distribution having too small a standard deviation:

SD(Y |x = 1) =

{
0.994 using the correct π(θ|x)

0.866 using the naive π∗(θ|x),

these values being calculated from NegBinR(8, 0.9) and Po(0.75) distributions.

Using the numerical table of predictive probabilities, we can see that {0, 1, 2} is a 92.9%

prediction set/interval. This is to be contrasted with the more “optimistic” calculation

using the naive predictive distribution which shows that {0, 1, 2} is a 95.9% prediction

set/interval.

Candidate’s formula

In the previous example, a non-trivial integral had to be evaluated. However, when the

past data x and future data y are independent (given θ) and we use a conjugate prior

distribution, another (easier) method can be used to determine the predictive distribution.

Using Bayes Theorem, the posterior density for θ given x and y is

π(θ|x , y) =
π(θ)f (x , y |θ)

f (x , y)

=
π(θ)f (x |θ)f (y |θ)

f (x)f (y |x)
since X and Y are independent given θ

=
π(θ|x) f (y |θ)

f (y |x)
.

Rearranging, we obtain

f (y |x) =
f (y |θ)π(θ|x)

π(θ|x , y)
.

This is known as Candidate’s formula. The right-hand-side of this equation looks as if it

depends on θ but, in fact, any terms in θ will be cancelled between the numerator and

denominator.
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Example 1.14

Rework Example 1.13 using Candidate’s formula to determine the number of cases in

2006.

.Let Y denote the number of cases in 2006. We know that θ|x ∼ Ga(8, 9) and

Y |θ ∼ Po(θ). Using Example 1.2 we obtain

θ|x , y ∼ Ga(8 + y , 10).

Therefore the predictive probability function of Y is, for y = 0, 1, . . .

f (y |x) =
f (y |θ)π(θ|x)

π(θ|x , y)

=

θy e−θ

y !
×

98θ7e−9θ

Γ(8)

108+yθ7+ye−10θ

Γ(8 + y)

=
Γ(8 + y)

y !Γ(8)
×

98

108+y

=
(y + 7)!

y !7!
× 0.98 × 0.1y

=

(
y + 7

7

)
× 0.98 × 0.1y .
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1.5 Sequential Bayesian updating

Throughout MAS2903, and this review chapter in the current module so far, we have

focussed on using Bayes Theorem to perform an update of our beliefs about the parameter

θ after having observed a single sample of data x .

In many real-world problems in data science, new samples of data are being observed

continuously; hence, it might be reasonable to assume our beliefs about θ could also be

continuously updated. In such a setting, once the first sample of data x (1) has been used

to update our beliefs about θ, the resulting posterior distribution π(θ|x (1)) represents

our current beliefs about θ; if we were to observe a new sample x (2) we might then

use π(θ|x (1)) as our “new prior”, and update once again to obtain the “new posterior”

π(θ|x (1), x (2)).

In other words, we might replace the usual mantra

Posterior ∝ Prior× Likelihood

with

Revised ∝ Current× New likelihood,

with the ability to update our likelihood function with each new sample of data. Why

does this work?

Suppose we have data assumed drawn from a probability distribution with parameter θ.

• Before we make any observations at all, our prior beliefs about θ are represented by

π(θ). We might refer to this as our “original prior”.

• Now we observe a sample x = (x1, x2, . . . , xn)T ; our posterior is then

π(θ|x) ∝ π(θ)× f (x |θ) = π(θ)×
n∏
i=1

f (xi |θ),

assuming our observations are a random sample.

• Now suppose we make a new observation xn+1 assumed from the same probability

distribution as x .

– Before making this observation, our current beliefs about θ are represented

by π(θ|x); re-label this πn(θ), our “new prior” after having made the initial n

observations.

– Assuming the new observation is drawn from the same probability model as

the sample x , then the new likelihood has the same functional form as the

likelihood for x
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– Therefore,

Revised ∝ Current× New likelihood

πn+1(θ|xn+1) ∝ πn(θ)× f (xn+1|θ)

∝ π(θ|x)× f (xn+1|θ)

∝

{
π(θ)×

n∏
i=1

f (xi |θ)

}
× f (xn+1|θ)

∝ π(θ)×
n+1∏
i=1

(xi |θ)

∝ original prior× full likelihood,

where the “full likelihood” just represents the likelihood of all our observations

together, i.e. the vector (x1, x2, . . . , xn, xn+1)T .

Example 1.15

Table 1.6 shows provides an update to table 1.1, giving the number of cases of foodbourne

botulism in England and Wales between 2006 and 2010.

Use your solution to Example 1.1, and sequential Bayesian updating, to obtain your new

posterior distribution for θ.

Year 2006 2007 2008 2009 2010

Cases 1 0 0 1 1

Table 1.6: Number of cases of foodbourne botulism in England and Wales, 2006–2010

.Our current beliefs are represented by the “old posterior” – from Example 1.1, we

found that θ|x ∼ Ga(8, 9), and so

Current =
98θ7e−9θ

7!
∝ θ7e−9θ.

We also have

New likelihood = e−θθ1 × e−θθ0 × · · · e−θθ1

= e−5θθ1+0+···+1 ∝ e−5θθ3.

Therefore

Revised ∝ θ7e−9θ × θ3e−5θ

= θ10e−14θ,

and so it must be the case that our revised posterior is θ|x ∼ Ga(11, 14). This gives the

further updates as shown in Table 1.7.
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From the information in Table 1.7, we see that – in light of this new sample of data – we

are more sure about θ, with a further reduction in SD(θ). We can see this in the updated

density plots in Figure 1.5, with a more peaked and concentrated posterior. Before

having collected any data, and based on the epidemiologist’s prior information only, in a

ten year period we might have expected around 20 cases of foodbourne botulism (taking

the expected value of around 2 per year); after the first sample of data, this reduces to

around 18 cases, and now to just under 16 cases in light of the updated dataset.

Prior: Ga(2, 1) Posterior: Ga(8, 9) Revised: Ga(11, 14)

(Original prior) (New prior) (New posterior)

Mode(θ) 1.00 0.78 0.71

E(θ) 2.00 0.89 0.79

SD(θ) 1.41 0.31 0.24

Table 1.7: Changes in beliefs about θ after second update
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Figure 1.5: Prior (dashed) and posterior (solid) densities for θ, with the heavy line repre-

senting the posterior density after the second update
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Example 1.16

Devise a generic sequential Bayesian updating plan for successive random samples from

a Poisson distribution, assuming a conjugate prior specification.

.
Suppose our first sample is x (1) with sample size n1, that is, x (1) = (x1, x2, . . . , xn1

)T . From

earlier examples, we know that the likelihood function is

f (θ|x (1)) ∝ e−n1θθn1x̄
(1)

.

Therefore

π(θ|x (1)) ∝ θg−1e−hθ × e−n1θθn1x̄
(1)

= θ(g+n1x̄
(1))−1e−(h+n1)θ,

and so θ|x (1) ∼ Ga(g + n1x̄
(1), h + n1). Now suppose we have another sample x (2) with

sample size n2; then

π(θ|x (1), x (2)) ∝ θ(g+n1x̄
(1))−1e−(h+n1)θ × e−n2θθn2x̄

(2)

∝ θ(g+n1x̄
(1)+n2x̄

(2))−1e−(h+n1+n2)θ,

giving θ|x (1), x (2) ∼ Ga(g + n1x̄
(1) + n2x̄

(2), h + n1 + n2). Continuing this way, we can see

that a generic sequential updating scheme would give rise to the posterior:

θ|x (1), x (2), . . . ∼ Ga(g + n1x̄
(1) + n2x̄

(2) + . . . , h + n1 + n2 + . . .);

that is, our posterior will always be Ga(G,H), and at each update j G will increase by nj x̄
(j)

and H will increase by nj . The parameters in the posterior can be expressed recursively:

Gj = Gj−1 + nj x̄
(j) and

Hj = Hj−1 + nj .
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1.6 Learning objectives

By the end of this chapter, you should be able to:

• Determine the likelihood function using a random sample from any distribution

• Combine this likelihood function with any prior distribution to obtain the posterior

distribution

• Name the posterior distribution if it is a “standard” distribution listed in these notes

or on the exam paper – this list may well include distributions that are standard

within the subject but which you have not met before. If the posterior distribution

is not a “standard” distribution then it is okay just to give its density (or probability

function) up to a constant.

• Do all the above for a particular data set or for a general case with random sample

x1, . . . , xn

• Describe the different levels of prior information; determine and use conjugate priors

and vague priors

• Determine the asymptotic posterior distribution

• Determine the predictive distribution, particularly when having a random sample

from any distribution and a conjugate prior via Candidate’s formula

• Describe and calculate the confidence intervals, HDIs and prediction intervals

• Operate sequential Bayesian updating schemes
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Appendix A

Summary of distributions

A.1 Distributions for data

Binomial distribution

If X|θ ∼ Bin(k, θ) then it has probability function

f (x |θ) =

(
k

x

)
θx(1− θ)k−x , x = 0, 1, . . . , k,

where k is a positive integer and 0 < θ < 1. Also, E(X) = kθ and V ar(X) = kθ(1− θ).

Exponential distribution

If X|λ ∼ Exp(λ) then it has density

f (x |λ) = λe−λx , x > 0

where λ > 0. Also, E(X) = 1/λ and V ar(X) = 1/λ2.

Gamma distribution

If X|α, λ ∼ Ga(α, λ) then it has density

f (x |α, λ) =
λαxα−1e−λx

Γ(α)
, x > 0,

where α > 0 and λ > 0. Also, E(X) = α/λ and V ar(X) = α/λ2.

29
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Inverse Gaussian distribution

If X|µ, λ ∼ IG(µ, λ) then it has density

f (x |µ, λ) =

√
λ√

2πx3
exp

{
−
λ(x − µ)2

2µ2x

}
, x > 0,

where µ > 0 and λ > 0. Also, E(X) = µ and V ar(X) = µ3/λ.

Laplace distribution

If X|µ, σ ∼ La(µ, σ2) then it has density

f (x |µ, σ) =
1√
2σ

exp

{
−
√

2|x − µ|
σ

}
, x > 0,

where µ ∈ R and σ > 0. Also, E(X) = µ and V ar(X) = σ2.

Log-normal distribution

If X|µ, σ ∼ LN(µ, σ2) then it has density

f (x |µ, σ) =
1

xσ
√

2π
exp

{
−

1

2σ2
(log x − µ)2

}
, x > 0

where µ ∈ R and σ > 0. Also, E(X) = eµ+σ2/2, V ar(X) = (eσ
2 − 1)e2µ+σ2

. Further

E(logX) = µ and V ar(logX) = σ2.

Negative binomial distribution

If X|θ ∼ NegBin(k, θ) then it has probability function

f (x |θ) =

(
x − 1

k − 1

)
θk(1− θ)x−k , x = k, k + 1, . . . ,

where k is a positive integer and 0 < θ < 1. Also E(X) = k/θ and V ar(X) = k(1−θ)/θ2.

Normal distribution

If X|µ, τ ∼ N(µ, 1/τ) then it has density

f (x |µ, τ) =
( τ

2π

)1/2

exp
{
−
τ

2
(x − µ)2

}
, x ∈ R

where µ ∈ R and τ > 0. Also, E(X) = µ and V ar(X) = 1/τ . The distribution has the

following quantiles

x 1.2816 1.6449 1.9600 2.3263 2.5758

Pr(X < x) 0.9 0.95 0.975 0.99 0.995
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Pareto distribution

If X|θ, α ∼ Pa(θ, α) then it has density

f (x |α, θ) =
αθα

xα+1
, x > θ

where α > 0 and θ > 0. Also E(X) = αθ/(α − 1), α > 1 and V ar(X) = αθ2/{(α −
1)2(α− 2)}, α > 2.

Poisson distribution

If X|θ ∼ Po(θ) then it has probability function

f (x |θ) =
θxe−θ

x!
, x = 0, 1, . . . ,

where θ > 0. Also, E(X) = θ and V ar(X) = θ.

Rayleigh distribution

If X|θ ∼ R(θ) then it has density

f (x |θ) = 2xθe−θx
2

, x > 0,

where θ > 0. Also E(X) =
√
π/(4θ) and V ar(X) = (4− π)/(4θ).

Uniform distribution

If X|φ, θ ∼ U(φ, θ) then it has density

f (x |φ, θ) =
1

θ − φ , φ < x < θ,

where φ < θ. Also, E(X) = (φ+ θ)/2 and V ar(X) = (θ − φ)2/12.

von Mises distribution

If X|µ, λ ∼ vM(µ, λ) then it has density

f (x |µ, λ) =
1

2πI0(λ)
exp{λ cos (x − µ)}, 0 ≤ x < 2π

where 0 ≤ µ < 2π and λ > 0. Also I0(·) is the modified Bessel function of order zero.
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Weibull distribution

If X|β, λ ∼ Wei(β, λ) then it has density

f (x |β, λ) = βλβxβ−1e−λ
βxβ , x > 0,

where β > 0 and λ > 0. Also, E(X) = Γ(1 + 1/β)/λ and V ar(X) = Γ(1 + 2/β)/λ2 −
E(X)2.
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A.2 Distributions for prior beliefs

Beta distribution

If θ ∼ Beta(g, h) then it has density

π(θ) =
θg−1(1− θ)h−1

B(g, h)
, 0 < θ < 1,

where g > 0 and h > 0. Also, E(θ) = g/(g+h) and V ar(θ) = gh/{(g+h)2(g+h+ 1)}.

Exponential distribution

If θ ∼ Exp(h) then it has density

π(θ) = he−hθ , θ > 0,

where h > 0. Also, E(θ) = 1/h and V ar(θ) = 1/h2.

Gamma distribution

If θ ∼ Ga(g, h) then it has density

π(θ) =
hgθg−1e−hθ

Γ(g)
, θ > 0,

where g > 0 and h > 0. Also, E(θ) = g/h and V ar(θ) = g/h2.

Generalised t distribution

If µ ∼ ta(b, c) then it has density

π(µ) =
Γ
(
a+1

2

)
√
acπ Γ

(
a
2

) {1 +
(µ− b)2

ac

}− a+1
2

, µ ∈ R,

where b ∈ R, a > 0 and c > 0. Also, E(µ) = b and V ar(µ) = ac/(a − 2) if a ≥ 2.

Inverse Chi distribution

If σ ∼ Inv-Chi(a, b) then it has density

π(σ|a, b) =
2baσ−2a−1e−b/σ

2

Γ(a)
, σ > 0,

where a > 0, b > 0 and Γ(a) is the gamma function. Also E(σ) =
√
b Γ(a − 1/2)/Γ(a)

and V ar(σ) = b/(a− 1)−E(σ)2 if a > 1. The name of the distribution comes from the

fact that 1/σ2 ∼ Ga(a, b) ≡ χ2
2a/(2b).
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Log-normal distribution

If θ ∼ LN(b, c2) then it has density

π(θ) =
1√

2π c θ
exp

{
−

1

2c2
(log θ − b)2

}
, θ > 0

where b ∈ R and c > 0. Also, E(θ) = eb+c2/2, V ar(θ) = (ec
2 − 1)e2b+c2

. Further

log θ ∼ N(b, c2) and so E(log θ) = b and V ar(log θ) = c2.

Normal distribution

If µ ∼ N(b, 1/d) then it has density

π(µ) =

(
d

2π

)1/2

exp

{
−
d

2
(µ− b)2

}
, µ ∈ R,

where b ∈ R and c > 0. Also, E(µ) = b and V ar(µ) = 1/d .

Normal-gamma distribution

If

(
µ

τ

)
∼ NGa(b, c, g, h) then it has density

π(µ, τ) ∝ τg−
1
2 exp

{
−
τ

2

[
c(µ− b)2 + 2h

]}
, µ ∈ R, τ > 0

where b ∈ R and c, g, h > 0. Also, µ|τ ∼ N
(
b,

1

cτ

)
, τ ∼ Ga(g, h) and has marginal

distribution µ ∼ t2g

(
b,
h

gc

)
.

Uniform distribution

If θ ∼ U(a, b) then it has density

π(θ) =
1

b − a , a < θ < b,

where a < b. Also, E(θ) = (a + b)/2 and V ar(θ) = (b − a)2/12.



Exercises

1. Suppose you have a random sample x1, x2, . . . , xn. In the following models, derive

the posterior density and name the posterior distribution (and its parameters).

(i) f (x |θ) = θx−1(1− θ), x = 1, 2, . . . with a Beta(3, 2) prior distribution for θ.

(ii) f (x |θ) = e−θθx

x !
, x = 0, 1, . . . with a Exp(2) prior distribution for θ.

(iii) f (x |θ) =

(
4

x

)
θx(1 − θ)4−x , x = 0, 1, 2, 3, 4 with a U(0, 1) prior distribution

for θ.

2. Suppose that a random sample x1, x2, . . . , x10 is obtained from a uniform U(0, θ)

distribution. Derive the posterior density for θ assuming a gamma Ga(20, 1) prior

distribution θ. Hint: this distribution will depend on the maximum observed x-value

xmax.

3. Suppose that a random sample x1, x2, . . . , xn is obtained from a truncated unit

exponential distribution, with density

f (x |θ) =

{
eθ−x , x > θ

0, otherwise,

where θ ∈ R. Derive the posterior density for θ assuming a normal N(b, 1/d) prior

distribution. Hint: this distribution will depend on the minimum observed x-value

xmin.

4. The dimensions of a component from a long production run vary according to

a N(µ, 1) distribution, and the mean dimension µ varies from production run to

production run according to a N(10, 1/4) distribution. From one production run 12

components are drawn at random and their average dimension is found to be 10 1
3

.

On this information what is the probability that the mean component dimension is

at least 10?

5. A trucking company owns a large fleet of well-maintained trucks. Suppose that

breakdowns occur at random times. The owner of the company is interested in

learning about the daily rate θ at which breakdowns occur. It is known that the

number of breakdowns X on a typical day has a Poisson distribution with mean θ.

The owner has some knowledge about the rate parameter θ based on the observed

number of breakdowns in previous years and expresses these prior beliefs using a

35
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Ga(4, 2) distribution. The daily number of truck breakdowns are obtained on five

consecutive days as 3, 2, 3, 1, and 2. Assuming these data are a random sample,

determine the posterior distribution of θ.

6. Suppose that the time in minutes required to serve a customer at a certain facility

has an exponential distribution for which the parameter θ is unknown, and that

the prior distribution of θ is a gamma distribution with mean 0.2 and standard

deviation 1. If the average time required to serve a random sample of 20 customers

is observed to be 3.8 minutes, determine the posterior distribution of θ.

7. The following data is the time intervals (in minutes) between eruptions of the “Old

Faithful” geyser. Note that the average time between eruptions is 67.38 minutes,

that is, 1.123 hours. If the eruptions occur randomly in time according to a Poisson

process with a rate of θ eruptions per hour then the times between eruptions will

form a random sample from an exponential distribution with rate θ. Making this

assumption, establish a prior distribution for θ with E(θ) = 1 and V ar(θ) = 1.

Determine the posterior distribution for θ. Comment on your analysis.

70 64 72 76 80 48 88 53 71 56 69 72 76 54 76

65 54 86 40 87 49 76 51 77 49 71 78 80 51 82

49 80 43 83 49 75 47 78 71 69 63 64 82 68 71

71 63 79 66 75 56 83 67 65 77 72 79 73 53 69

53 78 55 67 68 73 53 70 69 66 79 48 90 49 78

52 79 49 75 75 50 87 40 76 57 71 70 69 72 51

84 43 73 73 70 84 71 79 58 73

8. The negative binomial distribution is used to model scenarios in which we observe

the number of independent (success-fail) trials needed before we see a successful

trial; the trials must have the same success probability. Suppose x1, x2, . . . , xn are

a random sample from a negative binomial NegBin(k, θ) distribution, where k is

known.

(i) Verify that the congugate prior distribution is a Beta distribution.

(ii) Determine the choice of parameters g and h for the Beta(g, h) distribution

that give it maximal variance.

Hint: reparameterise the distribution in terms of its mean m = g/(g + h) and

s = g + h; determine the choice of m and s that maximises the variance of

the distribution, and hence the choice of g and h.

Determine the posterior distribution for θ assuming

(iii) vague prior knowledge;

(iv) a very large sample.

9. The Rayleigh distribution is often used to measure variability in magnetic resonance

imaging (MRI). Suppose x1, x2, . . . , xn are a random sample from a Rayleigh R(θ)

distribution. Determine the posterior distribution for θ assuming

(i) vague prior knowledge;
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(ii) a very large sample.

10. The Pareto distribution is often used to model data in many areas, ranging from the

wealth of individuals to the sizes of meteorites. Suppose x1, x2, . . . , xn are a random

sample from a Pareto Pa(1, θ) distribution. Determine the posterior distribution

for θ assuming

(i) vague prior knowledge;

(ii) a very large sample.

11. Suppose that a random sample of size n = 10 from an N(µ, 1) distribution has

mean x̄ = 2.5. The prior distribution for µ is the mixture distribution

µ ∼ 0.2N(3.3, 0.372) + 0.8N(1.1, 0.472).

(i) Determine the posterior distribution for µ. Note that, for this model

fi(x) =
πi(µ) f (x |µ)

πi(µ|x)
∝
√
di√
Di

exp

{
1

2

[
DiB

2
i − dib2

i

]}
,

where the constant of proportionality doesn’t depend on component prior i .

In order to get accurate values for the posterior weights, you should calculate

posterior component means and standard deviations to at least 4 dp.

(ii) Calculate the prior and posterior mean and standard deviation.

(iii) Plot the prior and posterior densities for µ.

(iv) Calculate the prior and posterior probability that µ exceeds 2.5. Comment on

the effect of incorporating the data.

12. Consider the exponential model and gamma mixture prior distribution described

in Example ??. Define your own R functions to calculate the first component

weight (p∗1) and the posterior mean and standard deviation as functions of the

sample mean x̄ . Investigate the behaviour of these functions and give an intuitive

explanation of their general properties.

13. Suppose that you have a random sample x1, x2, . . . , xn from an N(µ, σ2) distribution

and take a NGa(b, c, g, h) prior distribution for (µ, τ)T , where τ = 1/σ2. Verify

that the posterior mean for µ is greater than the prior mean if and only if the sample

mean is greater than the prior mean.

14. Suppose that you have a random sample from an N(µ, 1/τ) distribution and believe

that the conjugate NGa(b, c, g, h) prior distribution is appropriate for (µ, τ)T . Let

tν,α and χ2
ν,α denote the upper α-points of the tν and χ2

ν distributions respectively.

Determine

(i) the equi-tailed 95% Posterior confidence interval for µ;

(ii) the equi-tailed 95% Posterior confidence interval for τ (hint: if W ∼ Ga(a, b)

then 2bW ∼ χ2
2a);

(iii) a 95% Posterior confidence interval for σ = 1/
√
τ ;
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(iv) the 95% Posterior HDI for µ.

(v) Why is it not straightforward to determine the 95% HDI for τ? Determine

the 95% HDI for τ when the size of the random sample is large.

Compare your answers with the equivalent 95% frequentist confidence intervals:

µ: (x̄ − tn−1,0.025su/
√
n, x̄ + tn−1,0.025su/

√
n )

τ : (χ2
n−1,0.975/{(n − 1)s2

u}, χ2
n−1,0.025/{(n − 1)s2

u})
σ:
(√
{(n − 1)s2

u}/χ2
n−1,0.025,

√
{(n − 1)s2

u}/χ2
n−1,0.975

)
.

15. Suppose that you have a random sample x1, x2, . . . , xn from an N(µ, 1/τ) distri-

bution and the sample size n is sufficiently large that the posterior distribution for

(µ, τ)T is close to its asymptotic form. Determine

(i) the 95% HDI for µ;

(ii) the 95% HDI for τ ;

(iii) the 95% HDI for σ = 1/
√
τ .

Compare your answers with the equivalent 95% frequentist confidence intervals:

µ: (x̄ − 1.96s/
√
n, x̄ + 1.96s/

√
n )

τ : (1/s2 − 1.96
√

2/(
√
ns2), 1/s2 + 1.96

√
2/(
√
ns2)

σ: (s − 1.96s/
√

2n, s + 1.96s/
√

2n ).

16. Suppose that you have a random sample from a Ga(α, λ) distribution.

(i) Determine the asymptotic posterior distribution for θ = (α, λ)T . Hint: you

should define the maximum likelihood estimates α̂ and λ̂ in terms of the equa-

tions they must satisfy, with these involving the sample mean x̄ , the geometric

mean x̄g and the digamma function ψ(x) = Γ′(x)/Γ(x).

(ii) Suppose a sample of size n = 100 gives sample mean x̄ = 3.0 and geometric

mean x̄g = 2.5 leading to maximum likelihood estimates α̂ = 2.8983 and

λ̂ = 0.9661. Determine the asymptotic posterior distribution for θ. Also

calculate the asymptotic posterior correlation between α and λ. Hint: you will

need to use the R functions digamma for ψ(·) and trigamma for ψ′(·).

17. In a calibration experiment, the times between successive emissions from a radioac-

tive source were measured using two techniques: one (X) is very accurate and the

other (Y ) less precise. Suppose that the observed times (x1, y1), (x2, y2), . . . , (xn, yn)

are a (bivariate) random sample from a distribution in which X ∼ Exp(λ) and

Y |X = x ∼ N(x, σ2). Determine the posterior distribution for (λ, σ)T when the

sample size is large.

18. Consider the Metropolis–Hastings scheme described in Example ?? which simulates

realisations from the standard normal distribution.

(i) Investigate the relationship between the acceptance rate of the proposals (acc)

and the lag 1 autocorrelation (r1) of the output as the size of the innovation a

takes values 1, 2, . . . , 8.
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(ii) How accurate are your acceptance rates (for each a)? Hint: consider the

Bernoulli observations which describe whether a proposal is accepted at each

iteration. This model scenario was considered in one of your MAS2903 exer-

cises. Use the asymptotic distribution of the true acceptance probability based

on these underlying Bernoulli observations.

(iii) For each value of a, obtain a sample of 1000 realisations which are almost

uncorrelated (with |r1| < 0.02) and assess whether each sample is plausibly

from the standard normal distribution using a Q–Q plot.

19. Suppose the posterior distribution is a standard normal distribution, with density

φ(·). Construct a Metropolis–Hastings algorithm which samples this posterior dis-

tribution by using a normal random walk proposal with standard deviation k .

20. Suppose the posterior distribution is θ|x ∼ Ga(G,H) distribution, with G and H

known. Suppose you want to construct a Metropolis–Hastings algorithm which

samples this posterior distribution by using a (skewed) Exp(a/θ) proposal distribu-

tion, where a > 0, i.e an exponential distribution with its parameter λ = a/θ.

(i) Determine the mean of the proposal distribution.

(ii) What good feature does this proposal distribution have?

(iii) Write down the steps in this Metropolis–Hastings algorithm to simulate reali-

sations from the posterior distribution.

21. Suppose the posterior distribution is θ|x ∼ Inv-Chi(G,H) distribution, with G and

H known. Suppose you want to construct a Metropolis–Hastings algorithm which

samples this posterior distribution by using a (skewed) log normal LN(log θ, a2)

proposal distribution, where a > 0.

(i) Determine the mean of the proposal distribution.

(ii) What good feature does this proposal distribution have?

(iii) Write down the steps in this Metropolis–Hastings algorithm to simulate reali-

sations from the posterior distribution.

22. Rework Qn 21 for the case where interest is about β = log θ: suppose the posterior

distribution is θ|x ∼ Inv-Chi(G,H) distribution, with G and H known.

(i) Use equation (??) to determine the posterior density of β = log θ.

Suppose you want to construct a Metropolis–Hastings algorithm which samples the

posterior distribution for β by using a normal random walk with variance a2.

(ii) Write down the steps in this Metropolis–Hastings algorithm to simulate reali-

sations from the posterior distribution.

(iii) Show that the acceptance probabilities in these two Metropolis–Hastings al-

gorithms are the same, that is α(θ, θ∗) = α(β, β∗), where β = log θ and

β∗ = log θ∗.
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23. The Weibull distribution is commonly used to model lifetime data. Suppose we

have a random sample x1, x2, . . . , xn from a Weibull Wei(β, λ) distribution, with

parameters β > 0 and λ > 0. Suppose that the prior distribution has β ∼ Ga(a, b)

and λ ∼ Ga(c, d), independently, for known values a, b, c and d .

(i) Determine the posterior density for (β, λ)T up to a multiplicative constant.

(ii) Determine the posterior conditional densities for β|λ and λ|β.

(iii) Write down the steps in a Metropolis–Hastings algorithm to simulate reali-

sations from the posterior distribution. Your algorithm should have separate

steps for each parameter and use normal random walks with variances Σβ and

Σλ respectively.

24. The von Mises distribution is commonly used to model circular data, that is, data on

the circle such as wind directions. Suppose we have a random sample x1, x2, . . . , xn
from a von Mises vM(µ, λ) distribution with mean direction µ ∈ (0, 2π) and con-

centration parameter λ > 0. Suppose that the prior distribution has µ ∼ U(0, 2π)

and λ ∼ Ga(g, h), independently, for known values of g and h.

(i) Determine the posterior density for (µ, λ)T up to a multiplicative constant.

(ii) Determine the posterior densities for µ|λ and λ|µ.

(iii) Write down the steps in Metropolis-Hastings algorithm to simulate realisations

from the posterior distribution. Your algorithm should have separate steps

for each parameter and use normal random walks with variances Σµ and Σλ

respectively.

(iv) Using the trigonometric identities cos(A−B) = cosA cosB + sinA sinB and

A cos x+B sin x = C cos(x−D) where C =
√
A2 + B2 and D = arctan(B/A),

show that the update for µ can be achieved using a (more efficient) Gibbs step.

25. A drug company wants to assess the level of side effects from a new drug. A

random sample of n people are given the drug and note is taken on the dose level

(X) and whether they suffer side effects (Y = 1 if yes and Y = 0 if no). It is

decided that the relationship between dose level and side effects can be described

using a linear probit regression model in which

P r(Y = 1|X = x) = Φ(β + θx),

where Φ(·) is the standard normal distribution function. Suppose that the prior

distribution has β ∼ N(a, 1/b2) and θ ∼ N(c, 1/d2), independently for known

values of a, b, c and d .

(i) Using the data (y1, x1), . . . , (yn, xn), determine the likelihood function f (y |β, θ)

and hence the posterior density for (β, θ)T up to a multiplicative constant.

(ii) Determine the posterior densities for β|θ and θ|β.

(iii) Write down the steps in Metropolis-Hastings algorithm to simulate realisations

from the posterior distribution. Your algorithm should have separate steps

for each parameter and use normal random walks with variances Σβ and Σθ

respectively.


