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Introduction

The table below shows the number of years, in the past 100 years,
in which X tropical storms were observed for a location in the Gulf
of Mexico.

x 0 1 2 3 4 5 6 7+
# Years | 14 27 27 18 9 4 1 O

All things being equal, can we use this information to assess the
likelihood of tropical storms at this location in future years?
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We can do simple things using the probability we studied in the
last session. For example:

just under a one-in-five chance. Similarly:

1

P(X =6) = 100

= 0.01;

i.e. a once-in-a-century event. What about compound events?

14 + 27+ 27+ 18 86
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Using these data how likely is it that, next year, there will be more
than 6 tropical storms at this location?

This simple approach to probability would give us

0

i.e. impossible! Does this make sense?
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We can use the information given to formulate our empirical
probability distribution for X, and our empirical cumulative
distribution function:

x 0 1 2 3 4 5 6 7+

# Years 14 27 27 18 9 4 1 0
P(X =x)|014 027 027 0.18 0.09 0.04 0.01 0.00
P(X <=x)|014 041 068 086 095 099 1.00 1.00

We might see this probability distribution as an approximation to
the ‘true’ underlying probability distribution, governed by a
probability model.
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Bar chart showing distribution for number of tropical storms
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Probability models



The Poisson distribution

Suppose we are interested in X, the number of events occurring in
a given time interval.

Suppose further that the following statements hold:

® Events occur independently, at some constant rate (let's
call this \)

® There is no natural/known upper limit to the number of
events that might occur in any given time interval



The Poisson distribution

What does all of this mean? Think about our tropical storms
example.

Here, we are interested in X, the number of tropical storms
occurring in any given year.

¢ Independence: The number of storms occurring in one year
does not influence what happens in the next year

® constant rate: We are assuming there is some underlying
average ‘annual storm rate’ that our data are hovering around

e Known upper limit? Can we say what the maximum number
of tropical storms will be in any given year?

Assuming 'Yes', 'Yes' and ‘No’ (which is arguable in this case!)
gives rise to the Poisson distribution as a suitable probability
model for X.



The Poisson distribution




The Poisson distribution: Notation and formulae

We say X ~ Po(\), with

e NN

where A >0, 2=0,1,...andzl =z - (z—1) - (x — 2)....
We also have

e BE(X)=A\

e Var(X) =\



The Poisson distribution: Notation and formulae

For example, in our tropical storms dataset we have

1-2742-274--4+6-1
100

A=E(X)~z= = 1.97;

in other words, we assume a constant rate of around 1.97 tropical
storms per year. Then

e 1971973
P(X =3)= = 0.178 (Compared to 0.18 earlier)
Similarly,
6_1'971.976
P(X =6) = ———— =0.011 (Compared to 0.01 earlier)

6!



The Poisson distribution: Notation and formulae

For the full probability distribution, we have:

x 0 1 2 3 4 5 6 7+
# Years 14 27 27 18 9 4 1 0
Empirical | 0.14 027 027 0.18 0.09 0.04 0.01 0.00
Poisson | 0.139 0.275 0.271 0.178 0.088 0.034 0.011 0.004
Notice:

® How close the Poisson probabilities are to the empirical
probabilities

® That although P(X > 6) is very small, at least we don't rule
this out now!?

1So far this year, this location in the Gulf of Mexico has recorded 8 tropical
storms; the hurricane season does not end until November 30. Source: National
Oceanic and Atmospheric Administration of the USA




The Binomial distribution

In a study to investigate mammalian toxicity to Ochratoxin A
(OTA), five male rats were exposed to OTA. Subsequently, the
number of rats developing renal tumours was recorded.

Previous studies? estimate that 35% of male rates exposed to OTA
will go on to develop renal tumours.

2e.g. Herman, D. and Mantle, P. (2021): Rat Tumour Histopathology Associated
with Experimental Chronic Dietary Exposure to Ochratoxin A in Prediction of the
Mycotoxin's Risk for Human Cancers, Toxins.



The Binomial distribution

If we are interested in X: The number of rats that will develop
tumours, we might assume a Binomial distribution:

® We have a fixed number of ‘trials’ (call this n, with n =5 in
this example), meaning there is a fixed upper limit to the
value X can take

® Each trial has two possible outcomes: ‘success’ or ‘failure’

Further, if we assume:

® There is a constant probability of success (call this p, with
p = 0.35 in this case)

® The outcome of each trial is independent of every other trial
then we might say X ~ Bin(n =5,p = 0.35).



The Binomial distribution: Notation and formulae

We say X ~ Bin(n,p), with

wheren=1,2,3,...,0<p<land x=0,1,....
We also have

® E(X)=np

* Var(X) =np(1-p)

This gives the following probability distribution for
X ~ Bin(5,0.35):

| =z 0 1 2 3 4 5 |
| P(X =) 0116 0312 0.336 0.181 0.049 0.005 |




The Normal distribution



Studying Normal populations

It is often the case that collected data have a distribution with the
characteristic shape of the Normal distribution.

To explain this phenomenon, let's consider an example.



Haematocrit (Packed Cell Volume)

The haematocrit (Ht or HCT) or packed cell volume (PCV) is a
measurement of the proportion of blood volume that is occupied
by red blood cells.

It is normally 45 + 7 (38% — 52%) for males and 42 £ 5
(37% — 47%) for females.



Haematocrit (Packed Cell Volume)

In a recent investigation, a haematocrit measurement was taken
from 126 female students at Newcastle University:

420 420 400 450 420 43.0 360 43.0 400 420 350
46.0 450 38.0 40.0 46.0 450 43.0 420 410 440 410
49.0 420 350 46.0 440 37.0 43.0 420 410 36.0 410
440 38.0 405 420 380 350 420 420 400 450 400
55.0 450 44.0 440 43.0 420 420 43.0 420 450 43.0
440 410 46.0 490 440 440 325 420 440 49.0 415
48.0 420 39.0 450 410 420 43.0 46.0 40.0 43.0 420
440 40.0 440 410 440 43.0 49.0 405 39.0 48.0 400
410 410 410 450 360 39.0 360 38.0 450 46.0 410
40.0 43.0 345 420 420 39.0 415 46.0 420 440 46.0
440 40.0 385 40.0 400 440 390 40.0 39.0 43.0 420
36.0 46.0 445 480 455




Haematocrit (Packed Cell Volume)

We can use techniques from Session 1 to summarise these data:
® \We could summarise the measurements numerically
— the mean haematocrit measurement is 42.15
— the standard deviation is 3.44
® \We could summarise the measurements graphically — perhaps
using a histogram



Haematocrit (Packed Cell Volume)
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Haematocrit (Packed Cell Volume)

These data, as with many other real-life biological measurements,
show the classic shape of the Normal distribution.

It is characterised by the symmetrical bell-shaped curve:
® values near the mean are more common

® values further away tail off in terms of their frequencies

A ‘perfect’” Normal distribution curve is given by the function

1 1 /x—p 2
xTr) = ex — = .
O — p{ 5 (5 )}
This is known as the probability density function (PDF) of the

Normal distribution, where 1 and o represent the mean and
standard deviation (respectively).




The Normal (Gaussian) distribution




Haematocrit (Packed Cell Volume)

The plot below shows the PDF of the ‘perfect’ Normal distribution:
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Haematocrit (Packed Cell Volume)

The Normal distribution curve for our haematocrit data, using
p=42.15 and o = 3.44, looks like:
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Haematocrit (Packed Cell Volume)

Areas under the curve represent probabilities; for example, for

P(X < 41):

Density
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Haematocrit (Packed Cell Volume)

Areas under the curve represent probabilities; for example, for

P(X > 51):

Density
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Density histogram of PCV values




Haematocrit (Packed Cell Volume)
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Haematocrit (Packed Cell Volume)

- Ht Female x P(X<x) P(X>%) Column 5 Column 6
1 42 41 03690757179 0.6309242821 .
2 42 51| 09949541954 0.0050458046 .
i 22 E HtFemale - Distribution of Ht Female 2 - JMP - ] X
5 42 —
6 43 |4 = Distributions
7 36/| 4/~ HtFemale
8 43 D
10 2 &
1 35 2
12 46 z
13 45 S
14 38 na_-
15 40
16 46
i “ 30 35 40 45 50 55
18 43
19 42
2 p Normal(42.1468,3.44387)
21 44




Normal Q-Q plots

In the Haematocrit example, the sample size was sufficiently large
to compare a histogram with the fitted PDF of a Normal
distribution.

With smaller samples, assessing Normality in such a way can often
be challenging.

Normal quantile plots (often referred to as ‘Q-Q plots’) are more
often used to assess Normality.

Such plots provide the main way of checking the assumption of
Normality underpinning much of what we will cover in tomorrow'’s
sessions.



Normal Q-Q plots

In our Haematocrit example:

Quantile
D Empirical N(42.15,3.44)

0.118 | P(X < 38) = 42 = 0.118 | P(X < 38.07) = 0.118




Normal Q-Q plots

In our Haematocrit example:

Quantile
D Empirical N(42.15,3.44)
0.118 | P(X < 38) = 2 = 0.118 | P(X < 38.07) = 0.118

0.276 | P(X < 40) = 2> =0.276 | P(X < 40.10) = 0.276




Normal Q-Q plots
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Normal Q-Q plots
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