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1. This question requires the ability to recognise distributional forms. A typical problem
with this question is a confusion between the values of the observed data and the sample
space (eg. x =1,2,...in (i)). This question looks at a general case in which the data
IS X1, X2, . .., Xp.

(i) The likelihood function is
f(x6) =[]0 '(1 —6) =" V(1 —6)".
i=1

The prior distribution is 8 ~ Beta(3,2), with density

62(1-0)

Therefore, using Bayes Theorem, the posterior density is
m(0|x) o< m(6) f(x|6)
x02(1-0)x 0" V(1 -6 0<6<1
ox MU gyt 0 <h <1,

that is, 8|x ~ Beta{n(x — 1) + 3, n+ 2}.

(ii) The likelihood function is

n

e %0 .
F(x(6) = [[ —— = ke 6™
i=1

where k is constant w.r.t. 8. The prior distribution is 8 ~ Exp(2), with density
m(8) =2¢7%° 6>0.
Therefore, using Bayes Theorem, the posterior density is

m(0|x) o< w(6) f(x|6)
x e x ke ™9™, >0
x enie—(n+2)6, 0> O,
that is, 8|x ~ Ga(nx+1,n+ 2).

(iii) The likelihood function is

f(x16) =] (j) 0 (1 —0)* % = kg™ (1 — )"+
=1 N

where k is constant w.r.t. 8. The prior distribution is 8 ~ U(0, 1), with density

m0)=1, 0<6<1.



Therefore, using Bayes Theorem, the posterior density is

m(0]x) oc w(6) f(x|0)
x1xk8™(1-0)"“%  0<h<1
x 0™(1—0)"4X  0<f<1,

that is, 6|x ~ Beta{nx+1,n(4 — x) + 1}.

2. The likelihood function is

10
X|9 H—, X1 <9,X2 <0,..., X10 < )
=61

Xmax < 0.

The prior distribution is 8 ~ Ga(20, 1), with density
12092071679
7'('(9) = W’ >0
x 6% 6>0.

Therefore, using Bayes Theorem, the posterior density is
m(0]x) oc m(6) f(x|0)
X 9196_9 X 9_10, 0> Xmax
x 6% 0> Xmnax.

Note that this posterior distribution is a gamma Ga(10, 1) distribution, truncated below
so that only values larger than x,ax are possible.

3. The likelihood function is

f(x|9):He9_X", xXp>60,x%>0,..., Xy > 0

n(6—Xx)

=e Xmin > 9.

The prior distribution is 8 ~ N(b, 1/d) and so, using Bayes Theorem, the posterior density
IS
m(0|x) ox m(0) f(x|6)
o exp{—d(6 — b)?/2} x "N 0 < xpin
oc exp{—[d(8 — b)* —2n6]/2}, 6 < Xmin
oc exp{—[d(6° — 2b8 + b?) — 2n6]/2}, 0 < Xmin
o exp{—[d6? — 2(db+ n)8]/2}, 6 < Xmin

d db 2
ocexp{—E (9— ;’n) }, 0 < Xmin-

Note that this posterior distribution is a normal N(b+ n/d, 1/d) distribution, truncated
above so that only values smaller than x.,, are possible.
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4. From Example 1.3 (with 7 =1, b =10, d = 4, n = 12, X = 31/3), the posterior
distribution is u|x ~ N(B,1/D), where

B_db+n¢>‘<_40+124
 d4+nt 4412

=10.25
and

D=d =4+12=16= ——
+ nT + 6 0052

that is, u|x ~ N(10.25,0.252). Therefore Pr(u > 10|x) = 0.8413 using
1-pnorm(10,10.25,0.25)
5. The likelihood function is

5

GX,' —0
f(X‘@) _ H Xél x 9x1+-"+xsef59 _ 9116759.

i=1
Using Bayes Theorem, the posterior density is

m(0|x) oc ™(0) f(x|6)
x 03 x e 6>0

x e >0,
thatis, 6|x ~ Ga(G =15, H=17).

6. The gamma prior distribution for 8 has mean 0.2 and standard deviation 1, whence
6 ~ Ga(0.04,0.2). Also, we have n = 20 observations with mean X = 3.8 from an
Exp(8) distribution.

The likelihood function is

20

f(X’Q) — H QefOX,' x 920672029 — 92067769.
i=1

Using Bayes Theorem, the posterior density is

m(0|x) oc ™(0) f(x|6)
o 9—0.966—0,29 X 9206—769 9 > O

x 919'046_76'29, 0 > O,

that is, 8|x ~ Ga(G = 20.04, H = 76.2). This posterior distribution has mean 0.263 and
standard deviation 0.059 (both to 3d.p.). Clearly, the data has changed our (posterior)
beliefs about the mean service rate 6: we now believe that 0 takes a larger value (the
mean has increased) and we are much more certain about likely values of 8 (the variance
is greatly reduced).

7. From the data we have n = 100 and X = 1.123 hours. If the data are a random
sample from an exponential distribution then the mathematics used to derive the posterior
distribution are more straightforward if we take a gamma prior distribution for 6. (Note we
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could use any continuous distribution on the positive real line. Other possibilities include
a log-normal distribution, a Weibull distribution and a Pareto distribution.) A gamma
Ga(g, h) prior distribution has mean g/h and variance g/h? and so to make E(§) = 1
and Var(0) =1 we need to take g = h = 1.

The likelihood function is

100
f(x]6) = ng—ex, o §100,—100%0 _ 9100 ,—112.36

i=1

Using Bayes Theorem, the posterior density is

m(0|x) oc w(0) f(x|6)
x 90679 % 910067112.39, 9 > O

x 91006‘_113'39, 0> O,

that is, 6|x ~ Ga(G = 101, H = 113.3).

This distribution has mean 0.8914 and standard deviation 0.0887. The posterior mean
is a little lower than the prior mean. Also the posterior standard deviation is considerably
smaller than the prior standard deviation and so the data have been very informative
about 6. Thus the posterior distribution will not be sensitive to minor changes to the
prior mean and variance, that is, the posterior parameters G and H will be fairly similar
for different (but similar) values of g and h. Also, given the amount of information in
the data, it is likely that any other choice of prior distribution (with profile similar to the
gamma distribution) will result in a very similar posterior distribution. Incidentally, by the
Central Limit Theorem, this gamma posterior distribution is well approximated with a
normal distribution with the same mean and variance.

8. (i) If the prior distribution is @ ~ Beta(g, h) then, using Bayes Theorem, the posterior
density is

m(0]x) o< m(0) f(x|0)

x 60971 — )" x []oF(1 - 0) 0<6<1
i=1
o 09+nk—1(1 - Q)h—f—m—(—nk—l, O < 9 < 1

i.e. O|x ~ Beta(G = g+ nk, H= h+ nx — nk).

Therefore, both the prior and posterior distributions are Beta distributions and so the
Beta is the conjugate prior distribution.

(ii) As the beta distribution restricts values to the range (0,1), there is a finite upper limit
to the variance. If § ~ Beta(g, h) then it has variance Var(0) = gh/{(g+h)?(g+h+1)}.
Note that this distribution requires its parameters g > 0 and h > 0. If we now transform
the parameters to m = g/(g + h) and s = g + h then Var(6) = m(1 — m)/(s + 1).
Note that, as this is a 1-1 transformation, we have a free choice of values for m and s
subject to the restrictions 0 < m < 1 and s > 0. Clearly, this ratio is maximised when the
numerator is maximised and the denominator is minimised. Now m(1 — m) is maximised
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at m=1/2, and (s + 1) is minimised by taking s as small as possible. In terms of g and
h, these conditions are g = hand g+ h — 0, thatis, g =h — 0.

Intuitively, the maximum variance is achieved when the probability density is pushed to
the extremes of the range, that is, equal mass at 6 = 0 and 8 = 1 — this distribution is
obtained in the limit g = h — 0.

(iii) We make the Beta prior distribution vague by making it have as large a variance as
possible. This is achieved, from (ii) above, by letting g = h — 0. Hence, using the result
n (i), the posterior distribution assuming vague prior information is

0|x ~ Beta(nk, nx — nk).

(iv) The asymptotic posterior distribution (as n — o) is

flx ~N(8,JH)),

where o ( K
n(x —
J(6) = ~ 502 log f(x]6) = (1 R
Now
0 B nk  n(x—k)
X
nx3
- J(G) —k(x— )
. k(x—k)
1_
== J(6)t = — 5

Therefore, for large n, the posterior distribution for 8 is

k k(x—k
Blx ~ N ( , (X—3)> approximately.
X nx

9. (i) The likelihood function is

f(x|0) = H2X/96_0X’2 x 0" exp {—9 Zx?} =0"exp {—nx20},
i=1

i=1

where x2 = >"7 | x?/n is the mean of the squared observations. Therefore the conjugate
prior distribution is a Gamma Ga(g, h) distribution. Using Bayes Theorem, the posterior
density is

m(0|x) oc ™(0) f(x|6)
h9 nglefhe

X e gne ™0 6>0,
r(9)

that is, 8]x ~ Ga(G = g+ n, H = h + nx?).



We saw in Example 1.6 that to make a gamma distribution vague, we take g — 0 and
h — 0. Ther_efore using a vague prior distribution gives the posterior distribution as
B|x ~ Ga(n, nx?).

(ii) The asymptotic posterior distribution (as n — o0) is

Olx ~ N (8,J(0)7),

where
2 n
Now
0 n —
- p— R 2 R—
50 log f(x|0) =0 == 5 nx? =0
S b=1/x2
N 1 —
— SO ==~ (2)

Therefore, for large n, the posterior distribution for 8 is
— 1 — .
Blx ~ N (1 /X2, - (x?) ) approximately.

Note that the posterior distribution is centred on the likelihood mode and its variance
tends to zero as n — oo.

10. (i) The likelihood function is

n 9 n
f(x|0) = HW = 0" exp {—(9 +1) Zlogx,} x 0"exp{—nlogXx,6},
i=1

=1

where X, = /[ [/_, xi is the geometric mean of the observations. Therefore the conjugate
prior distribution is a Gamma Ga(g, h) distribution. Using Bayes Theorem, the posterior
density Is

m(0|x) o< w(6) f(x|6)
h9 nglefhe B
x —— — % Qne—nlogxgey 0 > O,
r(9)

thatis, O|x ~ Ga(G =g+ n, H=h+ nlogXy).

We saw in Example 1.6 that to make a gamma distribution vague, we take g — 0 and
h — 0. Therefore using a vague prior distribution gives the posterior distribution as
f|x ~ Ga(n, nlog Xy).

(ii) The asymptotic posterior distribution (as n — o) is
flx ~ N (8,J0)7),

where 2
n



Now

0 n -
%Iogf(x|9)—0 = 5—n|ogxg—0
— 6=1/logx,
A~ 1
6)! =
- J(9) n(log Xq)?

Therefore, for large n, the posterior distribution for 6 is

1 1
Olx ~ N —, — approximately.
logx," n(logXy)

Note that the posterior distribution is centred on the likelihood mode and its variance
tends to zero as n — oo.

11. (i) We will consider the general case in which the prior distribution is a mixture
distribution with component distributions

71'1(/1,) = N(bl, 1/d1) and 7l'2(LL) = N(bg, 1/d2)

and (prior) weights p; and p,.

We have already seen that combining a random sample of size n from a normal N(u, 1/7)
distribution (with h known) with a normal N(b, 1/d) prior distribution results in a normal
N(B, 1/D) posterior distribution where

B db+ ntx

B = and D =d+ nT.
d+ nTt

Therefore, the (overall) posterior distribution will be a mixture distribution with compo-
nent distributions

T1(u|x) = N(B1,1/D1) and  ma(u|x) = N(Bz, 1/D>)

where

d,'b,' + nTX
Bi=——— D; = d, )
d,'—|—n'7' T

We now calculate the (posterior) weights pj and p5 = 1 — p;, which will depend on both
prior information and the data. We have

pt = p1fi(x) and pr=1-—p*
L pifAa(x) + pafa(x) 2 !
where
F(x) = mi(w) F(x|w)
' mi(ulx)

The likelihood function is

el = ()" e {7 [+ (= — w7}



Therefore, for i = 1,2

_ mi(p) f(x|w)
0=

(50) "o S orp < () e (G e

5

S

1
plﬁ exp {5 [DlB% — dlbﬂ}

_ p2vD1d; { 1
exp

= 5 [ngg—d2b3—015§+dlb§}}.

In the numerical case mentioned, with n = 10, X = 2.5, 7 = 1, (prior) component
parameters b; = 3.3, d; = 1/0.37%, b, = 1.1, db = 1/0.47? and (prior) weights p; = 0.2,
p> = 0.8, we have

dlbl + nTX 1
B, = 2T TX 58377 D, = d -
LT T T 8317, 1= G NT = 5000820
by + nTX 1
B, = 22T X, D, — _
2T Tt 0637, 2= G NT = oo

and p; = 0.6150, p5 = 0.3850. Therefore, the posterior distribution is

7(u|x) = 0.6150 N(2.8377, 0.2404) + 0.3850 N(2.0637, 0.26242).

(i) The prior mean is

E(uw) = prE1(u) + poEa(p) =0.2x3.3+0.8x%x1.1=1.54.
Also

E(u?) = prE1(u?) + poEa(u?) = 0.2 x (0.37° 4+ 3.3%) + 0.8 x (0.47% + 1.1%) = 3.3501
whence the variance of the prior distribution is

Var(u) = E(u?) — E(w)? = 3.3501 — 1.54° = 0.9785 = 0.9892°.
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The posterior mean is
E(ulx) = pyE1(u|x) + p5Ex(u|x) = 0.6150 x 2.8377 4 0.3850 x 2.0637 = 2.5397.
Also

E(u?|x) = pyEx(u?]x) + p3Ea(p®]x)
= 0.6150 x (0.2404° 4 2.83772) 4 0.3850 x (0.2624% + 2.0637?)
= 6.6540

whence the variance of the posterior distribution is

Var(ulx) = E(u?|x) — E(u|x)? = 6.6540 — 2.5397% = 0.2039 = 0.4516°.

(iii) The prior and posterior distributions are bi-modal (see Figure 1). However, observing
X = 2.5 has transferred more weight to the component with the larger mean.

08 1.0
|

0.6

density
0.4

0.2

0.0
|

Figure 1: Prior (dashed) and posterior (solid) densities for u

(iv) The prior probability that u exceeds 2.5 is

Pr(n > 2.5) = / m(w) du
25
= | Apimi(p) + poma(p)} du
25
b [ mdutp [ ma(u)du
25 25
=p1 Pr(u > 2.5) 4 p Pra(p > 2.5)
=0.1981

using the command 0.2*(1-pnorm(2.5,3.3,0.37))+0.8*(1-pnorm(2.5,1.1,0.47))
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Similarly, the posterior probability that u exceeds 2.5 is

o0

Pr(u > 2.5|x) = / m(w|x) du

2.5
= p} Pri(p > 2.5|x) + p5 Pra(u > 2.5|x)
= 0.5843

using the command
0.6150*%(1-pnorm(2.5,2.8377,0.2404))+0.3850* (1-pnorm(2.5,2.0637,0.2624))

Note that incorporating the data has substantially increased the probability of u exceeding
2.5.

13. From the results in section 2.2, we have

bc + nx
c+n

E(ulx) — E(p) >0 «<— —b>0 <= bc+nx—b(c+n)>0 <= Xx—b>0.
Therefore

E(ulx) > E(p) <= x> E(p).

Notice that we can write the posterior mean as a convex combination of the prior and
sample means:

B=ab+ (1—a)x where a:LE(O,l).

c+n
14. The relevant results from section 2.2 are
T|x ~Ga(G,H) and ulx~txg|B il
' L 2G Yela
where
bc + nx n cn(x — b)?>  ns?
p— , C p— y G p— —, H p— h — _—.
c+n e 9+ 3 i 2(c+n) M

Rewriting these non-standard posterior distributions in terms of more well-known distri-
butions (and using the hint) we have, given x

- B
T" =2HT ~ X3¢ and u* = HEP e

VH/(GC)
(i) A 95% Bayesian confidence interval for w is any interval (a, b) for which
Pr(a < u < b|x) = 0.95,

or equivalently

r( a-B _ u-B _ b8
VAGC) ~ HJ(GC) ~ V/HJGO)

x) = 0.95,
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that is,

a—B b—B
Prl —— <y < ———| x| =0.95
(\/H/(GC) VH/(GC) )
As u* ~ toc we obtain the equi-tailed 95% Bayesian confidence interval by taking the end-
points in the probability above as the lower and upper 2.5% values of the tyg distribution.

Let t,, be the upper a—percentile of the t,-distribution. Then the equi-tailed 95%
Bayesian confidence interval for w is (a, b) where

a—B b—B
—F———= = bG,00975 = — 160025, —F—— = 26,0025
VH/(GC) v/ H/(GC)
H H
= a=B— to00s GC b= B+ t.0.025 GC

(i) A 95% Bayesian confidence interval for 7 is any interval (a, b) for which
Pr(a < T < b|x) = 0.95,

or equivalently
Pr(2Ha < 2HT < 2Hb|x) = 0.95,

that s,

Pr(2Ha < 7" < 2Hb|x) = 0.95.

As T* ~ x3; we obtain the equi-tailed 95% Bayesian confidence interval by taking the end-
points in the probability above as the lower and upper 2.5% values of the x5, distribution.
Let X2, is the upper a—percentile of the x2-distribution. Then the equi-tailed 95%
Bayesian confidence interval for 7 is (a, b) where

2Ha = X%G,O.Q?S' 2Hb = X%G,0.025

1
= a= 5H X%G,O.975' b= 5H X%G,0.025'

(iii) We can get a 95% Bayesian confidence interval for o = 1/4/7 from a 95% Bayesian
confidence interval for T as follows. Suppose (a, b) is a 95% Bayesian confidence interval
for 7. Then

Pr(a < T < b|x) =0.95 = Pr(va < /T < Vb|x) =0.95

Pr(%<%<% x):O.95

x) = 0.95.

I

1 1
= Pr(—<a<—

Vb va
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Therefore, a 95% Bayesian confidence interval for o is (1/v/b, 1/y/a). Using the equi-
tailed 95% Bayesian confidence interval for 7 in (ii) gives a 95% Bayesian confidence
interval for o as

vV2H — V2H

2 ' 2
\/XZG,O.O25 \/X2G,o.975

(iv) The interval in (i) above is an 95% HDI for u because all the values in the interval
are more likely than those outside the interval — we know this because the t,-distribution
Is symmetric about zero.

(v) It is not straightforward to determine the 95% HDI for T as its posterior distribution
is not a symmetric distribution. Thus the interval in (ii) is not an HDI. However, for
large n (in which case G is large), we can use the Central Limit Theorem to approximate
the posterior distribution for 7 by a normal distribution with the equivalent mean and
variance. Hence

T~Ga(G,H) = 71~N (—, —) approximately.

Therefore, for large n, an approximate 95% HDI for T is

G 1.96VG g+ 1.96VG
H H ' H H '

We can also say that, as G ~ n/2 and H ~ ns?/2 for large n, an approximate 95% HDI

for T is
1 1.96 2 L +1.96 2
s2 TV st s2 TV onst )

This interval can be found via an alternate route, namely via the asymptotic posterior
distribution: the solution to Example 3.1 shows that for large n, T|x ~ N(1/s2,2/(ns*)),
approximately, and the HDI above follows directly from this distribution.

Frequentist confidence intervals are based on the pivitol quantities

X = (n—1)S3 2
Sy " and T e X

where X and S2 are random variables and p and 02 = 1/7 are fixed quantities. The
corresponding frequentist versions of the 95% confidence intervals above are

p (X = th-1,002550/v/ N, X 4 th_1,00255./+/N)
T (X%—1,0.975/{(” —1)s7}, X%—1,0.025/{(” —1)s7})
0. (\/{(” - 1)53}/Xr27—1,0.025' \/{(’7 - 1)53}/9@7—1,0.975)-

These intervals would take the same numerical values as their (exact) Bayesian counter-
parts if c = h =0 and g = —1/2. This is almost the case of vague prior knowledge
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except that this requires g = 0: note that g = —1/2 is not an admissable value as g > 0.
Even when the Bayesian and frequentist intervals take similar values, the interpretation
of the intervals is very different.

15. From Example 3.1, the asymptotic posterior distribution for (w, T) in this scenario is
2
n X = 0
x~ N . :

w|x ~ N(x,s%/n), T|x ~ N{1/s° 2/(ns*)}, independently.

or equivalently

(i) The 95% HDI for  is

(i) The 95% HDI for T is

1 1.96v2 1 N 1.961/2
s2  \/ns2' sz \/ns? )’

(iii) Asymptotic theory tells us that the (asymptotic) posterior distribution for ¢ is a
normal distribution. To determine the mean and variance of this distribution we have to
rework the results in Example 3.1 but in terms of o rather than 7. This involves taking
derivatives of the log-likelihood with respect to o, showing that the m.l.e.s are i = X and
0 = s and then determining the second derivatives of the log-likelihood to show that the
observed information matrix is

o= (5,

Therefore the asymptotic posterior distribution for (u, o) is
% s?
O-{6)- (2}
o S 0 %

w|x ~ N(x,s%/n), alx ~ N{s,s*/(2n)}, independently.

or equivalently

Notice that we get the same marginal distribution for w|x for both parameterisations.
Thus, the 95% HDI for o is

(s 1.96s oy 1.965)

NeT R V2n )
In large samples, frequentist confidence intervals are determined by using the sampling
distribution of the maximum likelihood estimators: 8 ~ N(8,/(8)!). Using some results

in Example 3.1, we have
~ 1
Q W 7= 0
5)~M{() G =)}
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or equivalently
g~ N{w, 1/(nT)}, 7~ N(T,272/n), independently.

Typically, the variances of these distributions are approximated by replacing the parame-
ters with their ML estimates, giving (approximate) 95% equi-tailed confidence intervals

1.96 1.96s
: (0 + =X+
b BEVE NG
o 1.96v27 1 1.96V2
T T+ ———=— = )
vn s2 7 \/ns?

We can show that Fisher’s information matrix is

and so the asymptotic distribution of the ML estimators for (u, o) is
~ 0.2
o o 0 3

f~ N(u, o?/n), & ~ N{o,a%/(2n)}, independently.

or equivalently

Again, approximating the variance of the distribution for & by replacing the parameters
with their ML estimates, gives the (approximate) 95% equitailed confidence interval

o 6:|:1.960 :|:1'965

Vo T Van

Notice that these frequentist intervals take the same numerical values as their Bayesian
counterparts. However, the interpretation of the Bayesian and the frequentist intervals
are very different.

16. (i) The likelihood function is

n )\axja_le_)\xl Ana)?;(afl)efn)?k

o) = ==y

i=1

where X, = /][ x;, and so the log-likelihood function is
log f (x|, \) = naclog A + n(a — 1) log Xy — nXX — nlog(av).
Therefore

6% log f (x|, \) = nlog A + nlog X, — ny ()

0 no —
BN log f(x|a, \) = ~ X

14



and so the maximum likelihood estimates (&, \) satisfy

Iogf\+log>_<g—1/)(o“z):O and —x=0,

> Q

that is,

[o}
Il
>
XI

log X + log X, — W(Ax) = 0 and

The second derivatives are

32
——log f(x|a, \) = —n' ()

Oa?
0? no
e log f(x|]a, \) = Y]
2
n
RSN log f(x|]a, \) = 3

Therefore

Ji (&, X)) = ny' (&), Jio(&, \) = —n/X, Joo(@, N) = né /N2

and so
san= (R R =R G
whence
J@ XN = ) {@W(;) 1 } (Oi//f zpléi)) - n{&z/ﬂ(la) —1} ((; X%/»A’(&)) '

22 A2

Therefore, the asymptotic posterior distribution distribution (as n — oo) is

@ XN { (C;) | n{aw'(la) —1 (i Pw%(&)) } |

(i) We have n = 100, X = 3.0 and X; = 2.5 leading to maximum likelihood estimates
& = 2.8983 and A = 0.9661. Note that the value of A\ (and hence that of &) can be
found using the R code

zerofn=function(x){(log(x)+log(2.5)-digamma (3*x)) "2}
optimise(zerofn,interval=c(0,5))

Now v'(&) = 0.4112474 and so

1 (2.8983 O.9661>

A B 0.1510 0.0503
X2(&)) — 19.1918 \0.9661 0.3838 '

0.0503 0.0200

> QO

=7 (
n{ay'(a) — 1}
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Therefore, the asymptotic posterior distribution distribution (as n — o) is
a Y 2.8983 0.1510 0.0503
A 0.9661 /" \0.0503 0.0200 '

The asymptotic posterior correlation between o and X is

Cov(a, A|x) 0.0505
SD(alx), SD(\x) ~ /0.1510 x 0.0200

that is, there is very strong positive posterior correlation between the parameters.

Corr(a, Mx) = = 0.9189,

17. The likelihood function is

SEEEY
fxyin o) =1
Pl \V2TOo

exp {—Ax,— —

202
i=1

1 n
= \'(2m) 20 "exp {—n>\x - (yi— X,')Q}
and so the log-likelihood function is
- 1 & > N
log f(x,y|\,0) =nlog X\ — nlogo — nx\ — 552 IZ;()// — X)) — > log(27r).
Taking derivatives, we have

0 n _
BN log f(x,y|\ o) = Y X

0
8_0|Og f(X,y|>\,O') __+_Z(.y/ X/)2

Thus the maximum likelihood estimates are

and ¢ = _E Vi — Xi)?

Note that technically we've only shown that these are turning points and not the maximum
points.

X:

X =

The second order derivatives are
2

o2

2

0T O

2

o n 3 <&
55209 f(x.y\ o) = — - ;;(y

Therefore the observed information matrix has elements

n

log f(x,y|\, o) = v

log f(x,y|\,0)=0

J11(>\ ) 5\— = n>_<2
Jo(X,8) =0

P 5 n 3n0 2n
J22(>\, U) Y + a4 Z(y/ X/) G4 - g
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with inverse

1 (1/(nx3) 0
S0 = ( 0 > (i —X/)2/(2”2)) '

Therefore, for large n, the (approximate) posterior distribution is

<2> X~ o { (\/% 27:11/()_;/ - x,-)2> ' (1/(822) > (i —OX/)2/(2”2)) } '

Putting this another way, for large n

M~ N/ 07} ol N 2S5 30— %)

independently.

18. (i) A sample can be obtained using metropolis(N=10000,initial=0,a=1) and
changing the value of a in each run to get 8 samples. The acceptance rates (acc) and
lag 1 autocorrelations (r1) are given in Table 1. These values are plotted in Figure 2. The
plot clearly shows that as the innovation size a increases, the acceptance rate decreases.
Also the lag 1 autocorrelations decrease and then increase as a increases. The asymptotic
“optimal” acceptance rate of 0.234 is achieved by taking a ~ 7. However this does not
minimise the lag 1 autocorrelations: this is done at a ~ 4.

a | 1 2 3 4 5 6 7 8
acc | 0.802 0.631 0.496 0.389 0315 0.271 0.235 0.194
n |0.876 0.697 0593 0564 0598 0.652 0.675 0.725

Table 1. Table of acceptance rates (acc) and lag 1 autocorrelations (r;) for various
values of a

(ii) Each acceptance rate is calculated as the proportion of times the proposal is accepted
in a run of N iterations. If we denote the actual probability of acceptance as 8 and
X; = 1,0 depending on whether or not the proposal at iteration / is accepted then
Xil0 ~ Bin(1,0), independently. This scenario is covered in one of the examples in your
MAS2903 notes: the asymptotic posterior distribution for 6 is 8|x ~ N(x, X(1 — X)/N),
where X is the proportion of accepted proposals. Thus, taking a 95% HDI as representing
accuracy, we have that the accuracy is £1.964/x(1 — X)/N. The acceptance rates and
and their accuracy are given in Table 2. It shows that all the acceptance rates have an
accuracy of within 0.01.

a | 1 2 3 4 5 6 7 8
acc | 0.802 0.631 0.496 0389 0.315 0271 0235 0.194
accuracy | 0.0078 0.0095 0.0098 0.0096 0.0091 0.0087 0.0083 0.0078

Table 2: Table of acceptance rates (acc) and their accuracy for various values of a

(iii) We consider first the case with the largest lag 1 autocorrelation: a = 1. Running
this code for N = 40k iterations and then thinning by taking every thin = 40 iterates

17
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Figure 2: A plot of acceptance rates acc (open circles) and lag 1 autocorrelations r
(solid circles) for various values of a

produces a sample of 1000 with |r;| ~ 0.01. This is sufficiently low to consider this
sample to be almost uncorrelated. Using these values of N and thin on runs of the
code for different values of a gives samples with similarly low lag 1 autocorrelations. The
Q-Q plots to assess normality for these samples (using qgnorm) is given in Figure 3.
These plots clearly show points lying very close to a straight line and so it is reasonable
to conclude that each sample is representative of the standard normal distribution.

19. We have m(6|x) = ¢(0) and the proposal distribution is 6*|6 ~ N(6, k?) for some
choice of kK > 0. As this proposal is symmetric, the acceptance probability is

(.6 = min{1. 7G| = min {1. 57}

= min {1, 6(9279*2)/2} .

Therefore the algorithm is

1. Initialise the iteration counter to j = 1, and initialise the chain to 6(®) = 0 say.

2. Generate a proposed value 6* ~ N(6U=1) k?).

3. Evaluate the acceptance probability a(8Y=%, %) = min {1, ¢(¢9(93>)}

4. Set Y) = 9* with probability a(8Y=1, 6*), and set 8Y) = §U~1) otherwise.

5. Change the counter from j to j 4+ 1 and return to step 2.

20. (i) The proposal distribution has mean E(6*|0) = 6/a.

18
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Figure 3: Q-Q plots to assess the normality of the posterior samples for various values
of a
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(i) This is a sensible proposal distribution as it only generates positive values for 6*.
(iii) The posterior density is

/_/GQG—le—HG
7l'(9|X) = T, G, >0

and the proposal distribution has density
* . a —ab* /o *
q(9]9)—ée , 60">0.

The acceptance probability for the proposed value 6* is

AN m(0%[x) q(6]6")
a(6,6%) = min {1, 7(6]x) 9(6°[6) }

Now

w(0%x) q(8]6*)  @C e MY x gr L e/

m(0]x) q(6*]6) ~ 6C-le=HO x g-1e—a6"/6

:(%}G2em{—H@”—@—a(£;—%>}.

Therefore the Metropolis—Hastings algorithm is

1. Initialise the iteration counter to j = 1, and initialise the chain to 68©) = 0 from say
the prior distribution.

2. Generate a proposed value 68* ~ Exp(a/6).

3. Evaluate the acceptance probability

1) pey - \* . olUe 6u-v ¢
Ot(@U Vg ):mln{l, <m) exp{—H(9 — oY l))_a( o* _90*1)>}}'

4. Set 8Y) = 9* with probability a(8Y=), 6*), and set 8Y) = §U~1) otherwise.

5. Change the counter from j to j 4+ 1 and return to step 2.
21. (i) The proposal distribution has mean

2
E(6%16) = exp {Iog@ + %} = ge” /2,

(i) This is a sensible proposal distribution as it only generates positive values for 6*.
(iii) The posterior density is

2H697267167H/92
m(0]|x) = (G , 6>0
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and the proposal distribution has density

1 (log 6* — log 6)? }
0*|0) = ———exp — , 0" >0.
R

The acceptance probability for the proposed value 6* is

7(6%|x) q(6]6) }
- m(6lx) q(6+16) J

a(6,0") = min {1

Now

o1 e 1 (log 6 — log 6*)2
*x—2G—1 H/6 - o
m(0°1%) q(6]6") 0 € a exp{ D2

w(8|x)q(6*10) . 1 (log 6% — log 6)?
§—2G-1e=H/®% x g &Py~ 52

() ()

Therefore the Metropolis—Hastings algorithm is

1. Initialise the iteration counter to j = 1, and initialise the chain to 6(®) from say the
prior distribution.

2. Generate a proposed value 6* ~ LN(log8Y=1), 22).

3. Evaluate the acceptance probability

o _ gu-1)\ 2¢ 1 1
Ot(Q(J 1),9):m|n{1,( o > eXD{—H (W_G(J—l)Z)} )

4. Set Y) = 9* with probability a(8Y=1, 6*), and set 8Y) = U~1 otherwise.

5. Change the counter from j to j + 1 and return to step 2.

22. (i) From the notes, equation (2.1) tells us that if X is a random variable with
probability density function fx(x) and g is a bijective (1-1) function then the random
variable Y = g(X) has probability density function

K() = (9(0) ]diy g—1<y>‘ .

Here we have B = log 8. This is a bijective function with inverse 8 = e°. Therefore the
posterior density for 3 is, for B € R

T(B]x) = Te(6 = €°|x)

d
dg &
2HG e—(2G+1)8 e—He*Q‘3
= x &P
r(G)
2HG efQGBefHe’Qﬁ

B r(G)
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(ii) The proposal distribution is a symmetric normal random walk and so the acceptance
probability for a proposed value B* is

Ca Y

a(B,6") = min {1, )

Now

* —2GB* ,—He 20" *
77rT((%||;()) N ee*%fﬁi*He*Qﬁ =exp{—2G(B" —B) — H(e ™ —e )},

Therefore the Metropolis—Hastings algorithm is

1. Initialise the iteration counter to j = 1, and initialise the chain to 8 from say the
prior distribution.

2. Generate a proposed value 3* ~ N(BU=1 a?).

3. Evaluate the acceptance probability
a(BY=Y,B*) = min (1, exp {—26([3* —BU Y)Y — H(e™# — 6_25071))}) .

4. Set 0Y) = 0* with probability a(8U=1), 6*), and set 8Y) = U~V otherwise.

5. Change the counter from j to j + 1 and return to step 2.

(iii) We have that

a(,0") = (;)26 exp {—H (% - 9%)}
26
= (:—;) exp{—H (e%f’ — e_if’>}

=exp{—2G(B* —B) — H(e " — e 2F)}
and so a(6,6%) = a(B, B%).

Therefore, using this log normal proposal on is the same as using a normal random walk
on the log-scale. Often using this log normal proposal is referred to as a log-normal
random walk.

23. This is in the specimen exams.

24. (i) The likelihood function is

n

f(x|w, \) = H 27T/i(>\) exp{Acos (x; — u)}

i=1

= (27m) "Io(A) " exp {Aicos (x; — p,)} .

i=1
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Using Bayes' Theorem, the posterior density is, for 0 < pu < 2w, A >0
(. Alx) o< (p, A)F (x|, A)

x I N Le™ M s (2m) o (N) " exp {)\ZCOS ,u)}

2T
i=1

icos(x,——u)—h]}.

o A9 o(N) " exp {A

(i) The conditional posterior density for w is

(e, A|X)
m(A|x)
o (e, A|X)

ocexp{AZcos(x,—u)}, 0<u<2nm.

T(ulA x) =

i=1
The conditional posterior density for A is
m(p, Alx)

m(plx)
oc (e, Alx)

o A9 () exp{ [Z cos (x; — ] } . A>0.

(A, x) =

(iii) The proposal distributions are symmetric normal random walks and so the proposal
ratios are one. Therefore the Metropolis—Hastings algorithm is

1. Initialise the iteration counter to j = 1, and intialise chain to (u(®, \(®) from say the
prior distribution.

2. Generate a proposed value p* ~ N(uU=b,%,).

3. Evaluate the acceptance probability

*|\U—1)
G=1) | %) — r (A  X)
ai(u¥~, 1) = min <1, T UDTD X )

4. Set u¥) = p* with probability a; (V= u*), and set u¥) = U= otherwise.
5. Generate a proposed value A* ~ N(AU™D ¥,).

6. Evaluate the acceptance probability

, A )
a,(AU™1 \*) = min (1, TR, x) )

W()\U_l)“,l,(«j), X)
7. Set AU = X\* with probability ar(AU=1, X*) and set AU) = X\U~1 otherwise.
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8. Change the counter from j to j + 1 and return to Step 2.

Now if 0 < u* <27

(A x) exp {A Y1, cos (x; — u*)}
m(ulX x)  exp{AY1  cos(x —u)}

= exp {AZ [cos (x; — u*) — cos (x; — M)]} ,

i=1

otherwise the ratio Is zero.

If A* >0

TN x) _ A9 (W) " exp {A* [>o7, cos (xi — u) — h] }
(A, x) A9 Ho(N) " exp {X [0, cos (x; — ) — h] }

S (Y o for S}

otherwise the ratio is zero.

(iv) The conditional posterior density for w is

m(w|X, x) oc exp {AZcos(x, —p,)} , 0<u<or.

i=1
Now, using the trigonometric identities
n n
Z cos(x; — ) = Z(cosx,— COS 14 — Sin X; sin )
i=1 i=1

n n
=Ccosu— Ssinu where C:Zcosx,, S:Zsinx/
i=1

i=1
= kcos(u — A) where A =arctan(5/C), k=+C?+ 5?2
and so

(A, x) oc exp{kAcos(u —A)}, 0<pu<2m,

that is, u|X, x ~ vM(A, kX). Therefore we can use a Gibbs step which simulates from
the full conditional distribution for u rather than use a less efficient M—H step — this is
less efficient as some proposals are not accepted.

25. (i) The likelihood function is
Flyle x) = [ (B +6x) {1 — &8 + 6x)}*
=1

=[] (B + 6x)"d(—B — 6x) 7.
=1
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Using Bayes’ Theorem, the posterior density is, for (3,0)" € R?
(B, 0ly) oc (B, 0)f (y1B, 0)
o bp{b(B — a)} x dp{d(6 — )} x [ P(B + 6x)"d(—p — 6x)'

i=1

o ¢{b(B — a)}p{d(6 — o)} [[ (B + 6x) d(—B — 6x)' 7,

i=1
where ¢(+) is the standard normal density.

(ii) The conditional posterior density for G is, for G € R

n(glo.y) = T )

o (B, 0ly)

x ¢p{b(B — a)} H DB + 0x)d(—B — 6x) Y

The conditional posterior density for 6 is, for 6 € R

_ m(B.6ly)
7(Bly)
o (B, 0|y)

x ¢p{d(0 — )} [[ @(8 + 6x)" O (—B — 6x)' .

i=1

(018, y)

(iii) The proposal distributions are symmetric normal random walks and so the proposal
ratios are one. Therefore the Metropolis—Hastings algorithm is

1. Initialise the iteration counter to j = 1, and intialise chain to (8, 8(9) from say the
prior distribution.

2. Generate a proposed value 8* ~ N(BYU~V, 35).

3. Evaluate the acceptance probability

m(B*16Y ), y)
! W(ﬁ(1—1)|9(1—1),y)> ’

a1 (BY™Y, 5*) = min (1
4. Set BY) = B* with probability a;(BY~1, 5%), and set BY) = BU~D otherwise.
5. Generate a proposed value 8* ~ N(8U=1) 54).

6. Evaluate the acceptance probability

a(8Y7Y, 6) = min (1 m(e"16%. y) ) .

'm(6UVIBY), y)
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7. Set 8U) = §* with probability ax(8Y~1),6*) and set Y = §U~1) otherwise.

8. Change the counter from j to j 4+ 1 and return to Step 2.

Also

r(610.) _ ${b(B" — )} [[L, OB" +0x)"D(=B" — 6x)"
(516, y) ${b(B - a)} H7:1 (B + 0x) d(—B — Ox;)1

and

T(6°18.y) _ $1d(6" = )} [Ty P(B +6°x)"P(—B — 6x)'
w618, y) ~ ${d(6— )} I, P(B + 0x) (—6 — )1
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